
Lecture 11

Comparing Distributions

11.1 Normal confidence interval for difference be-
tween two population means

Consider again the sample of 199 menÕs heights, which we discussed in sec-
tions 9.1 and 10.3.3. As mentioned there, the data set gives paired heights
of husbands and wives, together with their ages, and the age of the husband
at marriage. This might allow us to pose a di!erent sort of question. For
instance, What is the average di!erence in height between men who married
early and the men who married late? We summarise the data in Table11.1,
deÞning Òearly-marriedÓ to mean before age 30.

What does this tell us? We know that the di!erence in our sample is
19mm, but does this reßect a true di!erence in the population at large, or
could it be a result of mere random selection variation? To put it di!erently,
how sure are we that if we took another sample of 199 and measured them,
that we wouldnÕt Þnd a very di!erent pattern?

early (< 30) late (≥ 30) unknown total

number 160 35 4 199
mean 1735 1716 1758 1732
SD 67 78 59 69

Table 11.1: Summary statistics for heights in mm of 199 married men,
stratiÞed by age at marriage: early (before age 30), late (age 30 or later),
or unknown.
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196 Comparing Distributions

Let µX be the true average in the population of the heights of early-
married men, and µY the true average for late-marrieds. The parameter we
are interested in isµX−Y := µX−µY . Obviously the best estimate forµX−Y

will be øX − øY, which will be normally distributed with the right mean, so
that a symmetric level conÞdence interval will be (øX − øY) ± z × SE. But
what is the appropriate standard error for the di!erence?

Since the variance of a sum of independent random variables is the sum
of their variances, we see that

SE2
X−Y = V ar( øX − øY) = V ar( øX ) + V ar( øY) =

! 2
X

nX

+
! 2

Y

nY

,

where ! X is the standard deviation for the X variable (the height of early-
marrieds) and ! Y is the standard deviation for the Y variable (the height of
late-marrieds); nX and nY are the corresponding numbers of samples. This
gives us the standard formula:
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Formula 11.1: Standard error for the di!erence between two normally dis-
tributed variables

Thus, µX−Y = öµX−Y + SEX−Y · Z , where Z has standard normal distribu-
tion. Suppose now we want to compute a 95% conÞdence interval for the
di!erence in heights of the early- and late-marrieds. The point estimator we
know is +19mm, and the SE is

�
672

160
+

782

35
≈ 14mm.

The conÞdence interval for the di!erence ranges then from−9mm to +47mm.
Thus, while our best guess is that the early-marrieds are on average 19mm
taller than the late-marrieds, all that we can say with 95% conÞdence, on the
basis of our sample, is that the di!erence in height is between−9mm and
+47mm. That is, heights are so variable, that a sample of this size might
easily be o! by 28 mm either way from the true di!erence in the population.
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11.2 Z test for the difference between population
means

Suppose we wish to make an important argument about the way people
choose marriage partners, and base it on the observation that men who
marry young tend to be taller Ñ hence that taller men marry younger. But
is this true? Or could it be just the particular sample we happened to get,
and might we have come to the opposite conclusion from a di!erent sample?
One way of answering this is to point out that the 95% conÞdence interval
we computed in section11.1 includes 0. Another way of expressing exactly
the same information is with a signiÞcance test.

We have assumed that our samples come from normal distributions, with
known (and distinct) variances ! 2

X
and ! 2

Y
, and unknown (and possibly

distinct) means µX and µY . (In fact, the variances have been estimated
from the data, but the number of observations is large enough that we can
ignore this limitation. For smaller numbers of observations, see sections11.4
and 11.5.1. The null hypothesis, which says Ònothing interesting happened,
itÕs just chance variationÓ is

H0 : µX = µY ,

The two-sided alternative is µX �= µY .
Using our results from section11.1 compute the test statistic

Z =
µX − µY

SEX−Y

=
19mm
14mm

= 1 .4.

If we were testing at the 0.05 level, we would not reject the null hypothesis,
we would reject values ofZ bigger than 1.96 (in absolute value). Even
testing at the 0.10 level we would not reject the null, since the cuto! is 1.6.
Our conclusion is that the di!erence in heights between the early-married
and late-married groups is not statistically signiÞcant. Notice that this is
precisely equivalent to our previous observation that the symmetric 95%
conÞdence interval includes 0.

If we wish to test H0 against the alternative hypothesisµX > µ Y , we are
performing a one-sided test: We use the same test statisticZ , but we reject
values of Z which correspond to large values ofµX − µY , so large positive
values ofZ . Large negative values ofZ , while they are unlikely for the null
hypothesis, are even more unlikely for the alternative. The cuto! for testing
at the 0.05 level isz0.95 = 1 .64. Thus, we do not reject the null hypothesis.
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11.3 Z test for the difference between proportions

Proportions are analysed in exactly the same way as population means,
where the population consists only of the numbers 0 and 1 in some unknown
proportion. We sample two populations, x and y, with nx samples andny

samples respectively, and observekx and ky ÒsuccessesÓ respectively. Under
the null hypothesis, the population SD is

�
p(1− öp), where p is the common

proportion of 1Õs (successes) in the population. We substitute the estimate
from the sample öp = ( kx + ky)/ (nx + ny).

Consider the results of a study that was carried out in Rakai, Uganda to
test the theory that circumcision would reduce infection rates for HIV. While
the procedure seemed to succeed in its primary goal Ñ reducing infection
rates of the men who were circumcised Ñ there was some evidence that it
actually increased the likelihood of the menÕs partners becoming infected.
The results (reported in The International Herald Tribune 6 March, 2007)
showed that among 70 men with HIV who were circumcised, 11 of their
partners became infected in the month following surgery; among 54 controls
who were not circumcised, only 4 of the partners became infected in the Þrst
month. Writing subscripts c and u for ÒcircumcisedÓ and ÒuncircumcisedÓ
respectively, we have then the estimated proportion infectedpc = 11/ 70 =
0.157, andpu = 4 / 54 = 0.074. Could the di!erence be simply due to chance?
We perform a Z test at the 0.05 signiÞcance level.

The joint estimate of the proportion is öp = 15/ 124 = 0.121, giving us a
sample SD of ö! = 0 .326. The standard error for the di!erence is then

SEPu−Pc = ö!

�
1

nu

+
1
nc

= 0 .326∗
�

1
54

+
1
70

= 0 .059.

The z statistic is then

Z =
pu − pc

SE
=
−0.083
0.059

= −1.41.

The cuto! for rejecting Z at the 0.05 level is 1.96. Since the observed Z is
smaller than this, we do not reject the null hypothesis, that the infection
rates are in fact equal. The di!erence in infection rates isnot statistically

significant, as we cannot be conÞdent that the di!erence is not simply due
to chance.
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11.4 t confidence interval for the difference be-
tween population means

Consider the following study [SCT+90], discussed in [RS02, Chapter 2]: Re-
searchers measured the volume of the left hippocampus of the brains of 30
men, of whom 15 were schizophrenic. The goal is to determine whether
there is a di!erence in the size of this brain region between schizophrenics
and una!ected individuals. The data are given in Table 11.2. The aver-
age size among the una!ected subjects (in cm3) is 1.76, while the mean for
the schizophrenic subjects is 1.56. The sample SDs are 0.24 and 0.3 re-
spectively. What can we infer about the populations that these individuals
were sampled from? Do schizophrenics have smaller hippocampal volume,
on average?

We make the modeling assumption that these individuals are a random
sample from the general population (of healthy and schizophrenic men, re-
spectively. More about this in section 11.5.2.) We also assume that the
underlying variance of the two populations is the same, but unknown: The
di!erence between the two groups (potentially) is in the population means
µx (healthy) and µy (schizophrenic), and we want a conÞdence interval for
the di!erence.

Since we donÕt know the population SD in advance, and since the number
of samples is small, we use the T distribution for our conÞdence intervals
instead of the normal. (Since we donÕt know that the population is normally
distributed, we are relying on the normal approximation, which may be
questionable for averages small samples. For more about the validity of this
assumption, see section11.5.3.) As always, the symmetric 95% conÞdence
interval is of the form

Estimate ± t × SE,

where t is the number such that 95% of the probability in the appropriate
T distribution is between −t and t (that is, the number in the P = 0 .05
column of your table.) We need to know

(1). How many degrees of freedom?

(2). What is the SE?

The Þrst is easy: We add the degrees of freedom, to getnx + ny − 2 Ñ
in this case, 28.

The second is sort of easy: Like for the Z test, when! x = ! y (thatÕs
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what weÕre assuming), we get

SE = !

�
1

nx

+
1
ny

.

The only problem is that we donÕt know what! is. We have our sample
SDs sx and sy, each of which should be approximately! . The bigger the
sample, the better the approximation should be. This leads us to thepooled
sample variance s2

p, which simply averages these estimates, counting the
bigger sample more heavily:

pooled sample variance : s
2
p =

(nx−1)s2
x +( ny−1)s2

y

nx + ny−2 .

SE = sp

�
1

nx
+ 1

ny

Plugging in the data, we get sp = 0 .27, so that the SE becomes 0.099.
The table gives ust = 2 .05 (with 28 d.f.), so that the 95% conÞdence interval
for µx − µy becomes

0.20± 2.05× 0.099 = (−0.003, 0.403).

Table 11.2: Data from the Suddath [RS90] schizophrenia experiment. Hip-
pocampus volumes incm3.

Una!ected : 1.94,1.44, 1.56, 1.58, 2.06, 1.66, 1.75, 1.77, 1.78, 1.92,

1.25, 1.93, 2.04, 1.62, 2.08;

Schizophrenic : 1.27,1.63, 1.47, 1.39, 1.93, 1.26, 1.71, 1.67, 1.28, 1.85,

1.02, 1.34, 2.02, 1.59, 1.97.

11.5 Two-sample test and paired-sample test.

11.5.1 Schizophrenia study: Two-sample t test

We observe that the conÞdence interval computed in section11.4 includes
0, meaning that we are not 95% conÞdent that the di!erence is not 0. If
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this were the question of primary interest, we could formulate this as a
signiÞcance test.

Is the di!erence in hippocampal volume between the two groups statisti-
cally signiÞcant? Can the observed di!erence be due to chance? We perform
a t test at signiÞcance level 0.05. Our null hypothesis is thatµx = µy, and
our two-tailed alternative is µx �= µy. The standard error is computed ex-
actly as before, to be 0.099. The T test statistic is

T =
øX − øY
SE

=
0.20
0.099

= 2 .02.

We then observe that this is not above the critical value 2.05, so we RE-
TAIN the null hypothesis, and say that the di!erence is not statistically
signiÞcant .

If we had decided in advance that we were only interested in whether
µx > µ y Ñ the one-tailed alternative Ñ we would use the same test statistic
T = 2 .02, but now we draw our critical value from the P = 0 .10 column,
which gives us 1.70. In this case, we would reject the null hypothesis. On the
other hand, if we had decided in advance that our alternative wasµx < µ y,
we would have a critical value−1.70, with rejection region anything below
that, so of course we would retain the null hypothesis.

11.5.2 The paired-sample test

It may seem disappointing that we canÕt do more with our small samples.
The measurements in the healthy group certainlyseem bigger than those of
the schizophrenic group. The problem is, thereÕs so much noise, in the form
of general overall variability among the individuals, that we canÕt be sure if
the di!erence between the groups is just part of that natural variation.

It might be nice if we could get rid of some of that noise. For instance,
suppose the variation between people was in three parts Ñ call themA, B ,
and S, so your hippocampal volume isA + B + S. S is the e!ect of having
schizophrenia, andA is random stu! we have no control over. But suppose
we could pair schizophrenic and non-schizophrenic people with the sameB
score up, and then look at the di!erence between individuals within a pair.
Then B cancels out, andS becomes more prominent. This is the idea of the
matched case-control study .

In fact, thatÕs just what was done in this study. The real data are given
in Table 12.5. The 30 subjects were, in fact, 30 pairs of monozygotic twins,
of whom one was schizophrenic and the other not. The paired-sample T
test is exactly the one that we described in section10.2. The mean of the
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di!erences is 0.20, and the sample SD of the Þfteen di!erences is 0.238. The
SE for these di!erences is then 0.238/

√
15 = 0.0615. In other words, while

the average di!erences between 15 independent pairs of schizophrenic and
healthy subject hippocampus volumes would vary by about 0.099, the dif-
ferences in our sample vary by only about 0.0615 Ñ so, about 40% less Ñ
because some of the variability has been excluded by matching the individ-
uals in a pair.

We compute thenT = 0 .20/ 0.615 = 3.25. Since the critical value in 2.15,
for T with 14 degrees of freedom at the 0.05 level, we clearly reject the null
hypothesis, and conclude that there is a signiÞcant di!erence between the
schizophrenic and una!ected brains. (Of course, we do have to ask whether
results about twins generalise to the rest of the population.)

Table 11.3: Data from the Suddath [RS90] schizophrenia experiment. Hip-
pocampus volumes incm3.

Unaffected Schizophrenic Difference
1.94 1.27 0.67
1.44 1.63 -0.19
1.56 1.47 0.09
1.58 1.39 0.19
2.06 1.93 0.13
1.66 1.26 0.40
1.75 1.71 0.04
1.77 1.67 0.10
1.78 1.28 0.50
1.92 1.85 0.07
1.25 1.02 0.23
1.93 1.34 0.59
2.04 2.02 0.02
1.62 1.59 0.03
2.08 1.97 0.11

General rule : Suppose you wish to do a Z or T test for the di!erence
between the means of two normally distributed populations. If the data are
naturally paired up, so that the two observations in a pair are positively
correlated (see chapter15 for precise deÞnitions), then it makes sense to
compute the di!erences Þrst, and then perform a one-sample test on the
di!erences. If not, then we perform the two-sample Z or T test, depending
on the circumstances.

You might imagine that you are sampling at random from a box full of
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cards, each of which has an X and a Y side, with numbers on each, and you
are trying to determine from the sample whether X and Y have the same
average. You could write down your sample of XÕs, then turn over all the
cards and write down your sample of YÕs, and compare the means. If the
X and Y numbers tend to vary together, though, it makes more sense to
look at the di!erences X − Y over the cards, rather than throw away the
information about which X goes with which Y. If the XÕs and YÕs are not
actually related to each other then it shouldnÕt matter.

11.5.3 Is the CLT justified?

In section 11.5.2we supposed that the average di!erence between the unaf-
fected and schizophrenic hippocampus volumes would have a nearly normal
distribution. The CLT tells us that that the average of a very large num-
ber of such di!erences, picked at random from the same distribution, would
have an approximately normal distribution. But is that true for just 15?
We would like to test this supposition.

One way to do this is with a random experiment. We sample 15 volume
di!erences at random from the whole population of twins, and average them.
Repeat 1000 times, and look at the distribution of averages we Þnd. Are
these approximately normal?

But wait! We don’t have access to any larger population of

twins; and if we did, we would have included their measure-

ments in our study. The trick (which is widely used in modern

statistics, but is not part of this course), called “the bootstrap”,

is instead to resample from the data we already have, picking

15 samples with replacement from the 15 we already have —

so some will be counted several times, and some not at all. It

sounds like cheating, but it can be shown mathematically that it

works.

A histogram of the results is shown in Figure11.2(a), together with the
appropriate normal curve. The Þt looks pretty good, which should reassure
us of the appropriateness of the test we have applied. Another way of seeing
that this distribution is close to normal is Figure 11.2(b), which shows a so-
called Q-Q plot. (The Q-Q plot is not examinable as such. In principle, it is
the basis for the Kolmogorov-Smirnov test, which we describe in section13.1.
This will give us a quantitative answer to the question: Is this distribution
close to the normal distribution?) The idea is very simple: We have 1000
numbers that we think might have been sampled from a normal distribution.
We look at the normal distribution these might have been sampled from Ñ
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the one with the same mean and variance as this sample Ñ and take 1000
numbers evenly spaced from the normal distribution, and plot them against
each other. If the sample really came from the normal distribution, then the
two should be about equal, so the points will all lie on the main diagonal.
Figure 11.2(c) shows a Q-Q plot for the original 15 samples, which clearly
do not Þt the normal distribution very well.
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(b) Q-Q plot of 1000 resampled means
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(c) Q-Q plot of 15 original measure-
ments

Figure 11.2: Comparisons of normal distribution to means of resampled
schizophrenia data and original schizophrenia data.

11.6 Hypothesis tests for experiments

11.6.1 Quantitative experiments

276 women were enrolled in a study to evaluate a weight-loss intervention
program [SKK91]. They were allocated at random to one of two di!erent
groups: 171 women in the intervention group received nutrition counseling
and behaviour modiÞcation treatment to help them reduce the fat in their
diets. The 105 women in the control group were urged to maintain their
current diet.

After 6 months, the intervention group had lost 3.2kg on average, with
an SD of 3.5 kg, while the control group had lost 0.4kg on average, with
an SD of 2.8 kg. Is the di!erence in weight loss between the two groups
statistically signiÞcant?
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Let us Þrst apply a Z test at the 0.05 signiÞcance level, without thinking
too deeply about what it means. (Because of the normal approximation,
it doesnÕt really matter what the underlying distribution of weight loss is.)
We compute Þrst the pooled sample variance:

s2
p =

170· 3.52 + 104 · 2.82

274
= 10.6,

so sp = 3 .25kg. The standard error is sp

�
1/n + 1 /m = 0 .40kg. Our test

statistic is then
Z =

øx − øy
SE

=
3.1
0.4

= 7 .7.

This exceeds the rejection threshold of 1.96 by a large margin, so we con-
clude that the di!erence in weight loss between the groups is statistically
signiÞcant.

But are we justiÞed in using this hypothesis test? What is the random
sampling procedure that deÞnes the null hypothesis? What is the Òjust by
chanceÓ that could have happened, and that we wish to rule out? These
276 women were not randomly selected from any population Ñ at least,
not according to any well-deÞned procedure. The randomness is in the
assignment of women to the two groups: We need to show that the di!erence
between the two groups is not merely a chance result of the women that we
happened to pick for the intervention group, which might have turned out
di!erently if we happened to pick di!erently.

In fact, this model is a lot like the model of section11.5. Imagine a box
containing 276 cards, one for each woman in the study. Side A of the card
says how much weight the woman would lose if she were in the intervention
group; side B says how much weight she would lose if she were in the control
group. The null hypothesis states, then, that the average of the AÕs is the
same as the average of the BÕs. The procedure of section11.5 says that we
compute all the values A-B from our sample, and test whether these could
have come from a distribution with mean 0. The problem is that we never
get to see A and B from the same card.

Instead, we have followed the procedure of section11.5.1, in which we
take a sample of AÕs and a sample of BÕs, and test for whether they could
have come from distributions with the same mean. But there are some
important problems that we did not address there:

• We sample the AÕs (the intervention group) without replacement. Fur-
thermore, this is a large fraction of the total population (in the box).
We know from section 10.3.1that this makes the SE smaller .
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• The sample of BÕs is not an independent sample; itÕs just the com-
plement of the sample of AÕs. A bit of thought makes clear that this
tends to make the SE of the di!erencelarger .

This turns out to be one of those cases where two wrongs really do make
a right. These two errors work in opposite directions, and pretty much
cancel each other out. Consequently, in analysing experiments we ignore
these complications and proceed with the Z- or t-test as in section11.5.1,
as though they were independent samples.

11.6.2 Qualitative experiments

A famous experiment in the psychology of choice was carried out by A.
Tversky and D. Kahnemann [TK81], to address the following question: Do
people make economic decisions by a rational calculus, where they measure
the perceived beneÞt against the cost, and then choose the course of action
with the highest return? Or do they apply more convoluted decision proce-
dures? They decided to try to Þnd out whether people would give the same
answer to the following questions:

Question A : Imagine that you
have decided to see a play where ad-

Question B : Imagine that you
have decided to see a play and paid

mission is $10 per ticket. As you en- the admission price of $10 per ticket.
ter the theatre you discover that you As you enter the theatre you discover
have lost a $10 bill. Would you still that you have lost the ticket. The
pay $10 for a ticket for the play? seat was not marked and the ticket

cannot be recovered. Would you pay
$10 for another ticket?

From a rational economic perspective, the two situations are exactly
identical, from the point of view of the subject: She is at the theatre, the
play that she wants to see is about to start, but she doesnÕt have a ticket
and would have to buy one. But maybe people still see these two situations
di!erently. The problem is, you canÕt just show people both questions and
ask them if they would answer the same to both questions. Instead, they
posed Question A to about half the subjects (183 people) and Question B
to the other half (200 people). The results are given in Table11.4.

It certainly appears that people are more likely to answer yes to A than
to B (88% vs. 46%), but could this di!erence be merely due to chance? As
usual, we need to ask, what is the chance model? It is not about the sample
of 383 people that we are studying. They are not a probability sample from
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Table 11.4

Yes No
Question A 161 22
Question B 92 54

any population, and we have no idea how representative they may or may
not be of the larger category ofHomo sapiens. The real question is, among
these 383 people, how likely is it that we would have found a di!erent result
had we by chance selected a di!erent group of 200 people to pose question
B to. We want to do a signiÞcance test at the 0.01 level.

The model is then: 383 cards in a box. On one side is that personÕs an-
swer to Question A, on the other side the same personÕs answer to Question
B (coded as 1=yes, 0=no). The null hypothesis is that the average on the
A side is the same as the average on the B side (which includes the more
speciÞc hypothesis that the AÕs and the BÕs are identical).

We pick 183 cards at random, and add up their side AÕs, coming to 161;
from the other 200 we add up the side BÕs, coming to 92. Our procedure is
then:

(1). The average of the sampled side AÕs isøX A = 0 .88, while the average
of the sampled side BÕs isøX B = 0 .46.

(2). The standard deviation of the A sides is estimated at! A =
�

p(1− p) =
0.32, while the standard deviation of the B sides is estimated at
! B =

�
p(1− p) = 0 .50.

(3). The standard error for the di!erence is estimated at

SEA−B =

�
! 2

A

nA

+
! 2

B

nB

=

�
0.322

183
+

0.52

200
= 0 .043.

(4). Z = ( øX A− øX B)/SE A−B = 9 .77. The cuto! for a two-sided test at the
0.01 level isz0.995 = 2 .58, so we clearly do reject the null hypothesis.

The conclusion is that the di!erence in answers between the two ques-
tions was not due to the random sampling. Again, this tells us nothing
directly about the larger population from which these 383 individuals were
sampled.


