
Lecture 12

Non-Parametric Tests, Part I

12.1 Introduction: Why do we need distribution-
free tests?

One of the most common problems we need to deal with in statistics is to
compare two population means: We have samples from two different popu-
lations, and we want to determine whether the populations they were drawn
from could have had the same mean, or we want to compute a confidence
interval for the difference between the means. The methods described ear-
lier in the course began with the assumption that the populations under
consideration were normally distributed, and only the means (and perhaps
the variances) were unknown. But most data that we consider do not come
from a normal distribution. What do we do then?

In section 9.4 we discussed how we can use a mathematical result — the
Central Limit Theorem — to justify treating data as though they had come
from a normal distribution, as long as enough independent random samples
are being averaged. But in some cases we don’t have enough samples to
invoke the Central Limit Theorem. In other cases (such as that of section
11.5.1) the experimental design seems to lack the randomisation that would
justify the normal approximation.

In this lecture and the next we describe alternative approaches to the
standard hypothesis tests described in previous lectures, which are indepen-
dent of any assumption about the underlying distribution of the data. In
the following lectures we describe new problems — partitioning variance into
different sources, and describing the strength of relationship between differ-
ent variables — and in sections 14.6 and ?? we will present non-parametric
versions of these.
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The advantage of these “non-parametric tests” lie in their robustness:
The significance level is known, independent of assumptions about the dis-
tribution from which the data were drawn — a valuable guarantee, since we
can never really confirm these assumptions with certainty. In addition, the
non-parametric approach can be more logically compelling for some common
experimental designs, something we will discuss further in section 12.4.4.

Of course, there is always a tradeoff. The reliability of the non-parametric
approach comes at the expense of power: The non-parametric test is always
less powerful than the corresponding parametric test. (Or, to put it the
other way, if we know what the underlying distribution is, we can use that
knowledge to construct a more powerful test at the same level as the generic
test that works for any distribution.)

12.2 First example: Learning to Walk

12.2.1 A Þrst attempt

We recall the study of infant walking that we described way back in section
1.1. Six infants were given exercises to maintain their walking reflex, and
six control infants were observed without any special exercises. The ages
(in months) at which the infants were first able to walk independently are
recapitulated in Table 12.1.

Treatment 9.00 9.50 9.75 10.00 13.00 9.50
Control 11.50 12.00 9.00 11.50 13.25 13.00

Table 12.1: Age (in months) at which infants were first able to walk inde-
pendently. Data from [ZZK72].

As we said then, the Treatment numbers seem generally smaller than the
Control numbers, but not entirely, and the number of observations is small.
Could we merely be observing sampling variation, where we happened to get
six (five, actually) early walkers in the Treatment group, and late walkers
in the Control group.

Following the approach of Lecture 11, we might perform a two-sample
T test for equality of means. We test the null hypothesis µTREAT = µCON

against the one-tailed alternative µTREAT < µ CON , at the 0.05 level. To
find the critical value, we look in the column for P = 0.10, with 6 + 6 ! 2
d.f., obtaining 1.81. The critical region is then { T < ! 1.81} . The relevant
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summary statistics are given in Table 12.2. We compute the pooled sample
variance

sp =
!

(6 ! 1)1.452 + (6 ! 1)1.522

6 + 6 ! 2
= 1.48,

so the standard error is

SE = sp

!
1
6

+
1
6

= 0.85.

We have then the T statistic

T =
X̄ ! Ȳ

SE
=

! 1.6
0.85

= ! 1.85.

So we reject the null hypothesis, and say that the difference between the
two groups is statistically significant.

Mean SD

Treatment 10.1 1.45
Control 11.7 1.52

Table 12.2: Summary statistics from Table 12.1

12.2.2 What could go wrong with the T test?

We may wonder about the validity of this test, though, particularly as the
observed T was just barely inside the critical region. After all, the T test
depends on the assumption that when X 1, . . . , X 6 and Y1, . . . , Y6 are inde-
pendent samples from a normal distribution with unknown mean and
variance, then the observed T statistic will be below ! 1.81 just 5% of the
time. But the data we have, sparse though they are, don’t look like they
come from a normal distribution. They look more like they come from a
bimodal distribution, like the one sketched in Figure 12.1.

So, there might be early walkers and late walkers, and we just happened
to get mostly early walkers for the Treatment group, and late walkers for
the Control group. How much does this matter? We present one way of
seeing this in section 12.2.3. For the time being, we simply note that there
is a potential problem, since the whole idea of this statistical approach was
to develop some certainty about the level of uncertainty.
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Figure 12.1: Sketch of what the distribution of walking times from which
the data of Table 12.1 might have been drawn from, if they all came from
the same distribution. The actual measurements are shown as a rug plot
along the bottom — green for Treatment, red for Control. The marks have
been adjusted slightly to avoid exact overlaps.
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We would like to have an alternative procedure for testing hypotheses
about equality of distributions, which will give correct significance levels
without depending on (possibly false) assumptions about the shape of the
distributions. Of course, you never get something for nothing. In return for
having procedures that are more generally applicable, and give the correct
significance level when the null hypothesis is true, we will lose some power:
The probability of rejecting a false null hypothesis will be generally lower,
so that we will need larger samples to attain the same level of confidence.
Still, true confidence is better than deceptive confidence! We call these
alternatives “distribution-free” or “non-parametric” tests. Some possibilities
are described in section 12.3.

12.2.3 How much does the non-normality matter?

This section is optional
Suppose the null hypothesis were true, that the samples really came all from
the same distribution, but that distribution were not normal, but distributed
like the density in Figure 12.1. What would the distribution of the T statis-
tics then look like? We can find this out by simulation: We pick 2 groups of
six at random from this distribution, and call one of them “Treatment”, and
the other “Control”. We compute T from these 12 observations, exactly as
we did on the real data, and then repeat this 10,000 times.

The histogram of these 10,000 simulated T values is shown in Figure
12.2. Notice that this is similar to the superimposed Student T density,
but not exactly the same. In fact, in the crucial tails there are substantial
differences. Table 12.3 compares the critical values at different significance
levels for the theoretical T distribution and the simulated (non-normal) T
distribution. Thus, we see in Table 12.3(b) that if we do a one-tailed test
at the 0.05 significance level by rejecting T < ! 1.81, instead of making the
(correct) 10% type I errors, we will make 10.4% type I errors. Similarly,
if we reject |T | > 3.17, to make what we think is a two-tailed test at level
0.01, we will in fact be making 1.1% type I errors when the null hypothesis
is true. Thus, we would be overstating our confidence.
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Figure 12.2: Histogram of 10,000 simulated T values, computed from pairs
of samples of six values each from the distribution sketched in Figure 12.1.
The Student T density with 10 degrees of freedom is superimposed in red.

Table 12.3: Comparison of the tail probabilities of the T distribution simu-
lated from non-normal samples, with the standard T distribution.

(a) Real vs. standard critical values

P Standard Simulated

0.10 1.81 1.83
0.05 2.23 2.25
0.01 3.17 3.22
0.001 4.59 5.14

(b) Real vs. standard tail probabili-
ties

T Standard Simulated

1.81 0.100 0.104
2 0.073 0.076

2.5 0.031 0.035
3.17 0.010 0.011
4 0.0025 0.0033

Why are these tests called non-parametric? The more basic
hypothesis tests that you have already learned are parametric,
because they start from the assumption that both populations

have distributions that fall into the same general class —
generally normal — and the specific member of that class is

determined by a single number, or a few numbers — the
parameters. We are testing to decide only whether the parameters
are the same. In the new tests, we drop this assumption, allowing
a priori that the two population distributions could be anything

at all.
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12.3 Tests for independent samples

12.3.1 Median test

Suppose we have samples x1, . . . , xnx and y1, . . . , yny from two distinct distri-
butions whose medians are mx and my. We wish to test the null hypothesis

H0 : mx = my

against a two-tailed alternative

Halt : mx "= my,

or a one-tailed alternative

Halt : mx < m y, or Halt : mx > m y.

The idea of this test is straightforward: Let M be the median of the com-
bined sample { x1, . . . , xnx , y1, . . . , yny } . If the medians are the same, then
the x’s and the y’s should have an equal chance of being above M . Let Px

be the proportion of x’s that are above M , and Py the proportion of y’s that
are above M . It turns out that we can treat these as though they were the
proportions of successes in nx and ny trials respectively. Analysing these
results is not entirely straightforward; we get a reasonable approximation
by using the Z test for differences between proportions, as in section 11.3.

Consider the case of the infant walking study, described in section 1.1.
The 12 measurements are

9.0, 9.0, 9.5, 9.5, 9.75, 10.0, 11.5, 11.5, 12.0, 13.0, 13.0, 13.25,

where the CONTROLresults have been coloured RED, , and the TREAT-
MENT results have been coloured GREEN. The median is 10.75, and we
see that there are 5 control results above the median, and one treatment.

Calculating the p-value: Exact method

Imagine that we have nx red balls and ny green balls in a box. We pick half
of them at random — these are the above median outcomes — and get kx red
and ky green. We expected to get about nx/ 2 red and ny/ 2 green. What is
the probability of such an extreme result? This is reasonably straightforward
to compute, though slightly beyond what we’re doing in this course. We’ll
just go through the calculation for this one special case.
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We pick 6 balls from 12, where 6 were red and 6 green. We want P(at
least 5 red). Since the null hypothesis says that all picks are equally likely,
this is simply the fraction of ways that we could make our picks which
happen to have 5 or 6 red. That is,

P(at least 5 R) =
# ways to pick 5 R, 1G + # ways to pick 6 R, 0G

total # ways to pick 6 balls from 12
.

The number of ways to pick 6 balls from 12 is what we call 12C6 = 924. The
number of ways to pick 6 red and 0 green is just 1: We have to take all the
reds, we have no choice. The only slightly tricky one is # ways to pick 5 red
and 1 green. A little thought shows that we have 6C5 = 6 ways of choosing
the red balls, and 6C1 = 6 ways of choosing the green one, so 36 ways in all.
Thus, the p-value comes out to 37/ 954 = 0.039, so we still reject the null
hypothesis at the 0.05 level. (Of course, the p-value for a two-tailed test is
twice this, or 0.078.

Calculating the p-value: Approximate method

Slightly easier is to use the normal approximation to compute the p-value.
This is the method described in your formula booklets. But this needs to
be done with some care.

The idea is the following: We have observed a certain number n+ of
above-median outcomes. (This will be about 1

2 the total number of samples
n = nx + ny, but slightly adjusted if the number is odd, or if there are ties.)
We have observed proportions px = kx/n x and py = ky/n y above-median
samples from the two groups, respectively. We apply a Z test (as in sections
11.3 and 11.6.2) to test whether these proportions could be “really” the
same (as they should be under the null hypothesis).1

We compute the standard error as

SE =
"

p̂(1 ! p̂)

#
1

nx

+
1
ny

,

1If youÕre thinking carefully, you should object at this point, that we canÕt apply the
Z test for di!erence between proportions, because that requires that the two samples be
independent. ThatÕs true. The fact that theyÕre dependent raises the standard error;
but the fact that weÕre sampling without replacement lowers the standard error. The
two e!ects more or less cancel out, just as we described in section11.6. Another way
of computing this result is to use the χ2 test for independence, writing this as a 2 × 2
contingency table. In principle this gives the same result, but itÕs hard to apply the
continuity correction there. In a case like this one, the expected cell occupancies are
smaller than we allow.
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where p̂ = n+/n is the proportion of samples above the median, which is 1
2

or a bit below. Then we compute the test statistic

Z =
px ! py

SE
,

and find the p-value by looking this up on the standard normal table.
Applying this to our infant walking example, we see obtain p̂ = 1

2 , and

SE =
1
2

!
1
6

+
1
6

= 0.289.

Then we get Z = ! 0.667/ 0.289 = 2.3. The normal table gives us a p-value
of 0.01 for the one-tailed test. This is a long way off our exact computation
of 0.04. What went wrong?

The catch is that we are approximating a discrete distribution with a
continuous one (the normal), and that can mean substantial errors when the
numbers involved are small, as they are liable to be when we are interested
in applying the median test. We need a continuity correction (as discussed
in section 6.8.1). We are asking for the probability of having at least 5 out
of 6 from the Control group. But if we are thinking of this as a continuous
measurement, we have to represent it as at least 4.5 out of 6. (A picture of
the binomial probability with the normal approximation is given in Figure
12.3.) Similarly, the extreme fraction of treatment samples in the above-
median sample must be seen to start at 1.5/ 6 = 0.25, rather than at 1/ 6.
Thus, we have the test statistic

Z =
0.25 ! 0.75

0.289
= ! 1.73.

If we look up 1.73 on the normal table, we get the value 0.9582, meaning that
the one-tailed probability below ! 1.73 is 1 ! 0.9582 = 0.0418, which is very
close to the exact value computed above. Thus, we see that this normal
approximation can work very well, if we remember to use the continuity
correction.

To compute the observed significance level (p-value) for the median test,
we use the Z test for differences between proportions, applied to the
proportions px and py of the two samples that are above the median,

Z = (px ! py)/SE , with SE =
!

p̂(1 ! p̂)
$

1
nx

+ 1
ny

%
. If px is the larger

proportion, we adjust it to

px =
kx ! 0.5

n+
and py =

ky + 0.5
n+

.
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Figure 12.3: The exact probabilities from the binomial distribution for the
extreme results of number of red (control) and green (treatment) in the
infant walking experiment. The corresponding normal approximations are
shaded. Note that the upper tail starts at 4.5/ 6 = 0.75, not at 5/ 6; and the
lower tail starts at 1.5/ 6 = 0.25, rather than at 1/ 6.

There are many defects of the median test. One of them is that the
results are discrete — there are at most n/ 2 + 1 different possible outcomes
to the test — while the analysis with Z is implicitly discrete. This is one
of the many reasons why the median test, while it is sometimes seen, is not
recommended. (For more about this, see [FG00].) The rank-sum test is
almost always preferred.

Note that this method requires that the observations be all distinct.
There is a version of the median test that can be used when there are ties
among the observations, but we do not discuss it in this course.

12.3.2 Rank-Sum test

The median test is obviously less powerful than it could be, because it
considers only how many of each group are above or below the median, but
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not how far above or below. In the example of section 12.2, while 5 of the
6 treatment samples below the median, the one that is above the median is
near the top of the whole sample; and the one control sample that is below
the median is in fact near the bottom. It seems clear that we should want
to take this extra information into account. The idea of the rank-sum test
(also called the Mann-Whitney test) is that we consider not just yes/no,
above/below the median, but the exact relative ranking.

Continuing with this example, we list all 12 measurements in order, and
replace them by their ranks:

measurements 9.0 9.0 9.5 9.5 9.75 10.0 11.5 11.5 12.0 13.0 13.0 13.25
ranks 1 2 3 4 5 6 7 8 9 10 11 12
modified ranks 1.5 1.5 3.5 4.5 5 6 7.5 7.5 9 10.5 10.5 12

When measurements are tied, we average the ranks (we show this in the
column labelled “modified ranks”.) We wish to test the null hypothesis
H0 : control and treatment came from the same distribution; against the
alternative hypothesis that the controls are generally larger.

We compute a test statistic R, which is just the sum of the ranks in
the smaller sample. (In this case, the two samples have the same size, so
we can take either one. We will take the treatment sample.) The idea is
that these should, if H0 is true, be like a random sample from the numbers
1, . . . , nx + ny. If R is too big or too small we take this as evidence to reject
H0. In the one-tailed case, we reject R for being too small (if the alternative
hypothesis is that the corresponding group has smaller values; or for being
too large (if the alternative hypothesis is that the corresponding group has
larger values.

In this case, the alternative hypothesis is that the group under con-
sideration, the treatment group has smaller values, so the rejection region
consists of R below a certain threshold. It only remains to find the appro-
priate threshold. These are given on the Mann-Whitney table (Table 5 in
the formula booklet). The layout of this table is somewhat complicated.
The table lists critical values corresponding only to P = 0.05 and P = 0.10.
We look in the row corresponding to the size of the smaller sample, and
column corresponding to the larger. For a two-tailed test we look in the
(sub-) row corresponding to the desired significance level; for a one-tailed
test we double the p-value.

The sum of the ranks for the treatment group in our example is R = 30.
Since we are performing a one-tailed test with the alternative being that
the treatment values are smaller, our rejection region will be of the form
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R # some critical value. We find the critical value on Table 12.4. The
values corresponding to two samples of size 6 have been highlighted. For a
one-tailed test at the 0.05 level we take the upper values 28, 50. Hence, we
would reject R # 28. Since R = 30, we retain the null hypothesis in this
test.

If we were performing a two-tailed test instead, we would reject R # 26
and R $ 52.

The table you are given goes up only as far as the larger sample size
equal to 10. For larger samples, we use a normal approximation:

z =
R ! µ

!
,

µ =
1
2

nx(nx + ny + 1),

! =

!
nxny(nx + ny + 1)

12
.

As usual, we compare this z to the probabilities on the normal table. Thus,
for instance, for a two-tailed test at the 0.05 level, we reject the null hypoth-
esis if |z| > 1.96.

larger sample size, n2

4 5 6 7 8 9 10
smaller sample 4 12,24 13,27 14,30 15,33 16,36 17,39 18,42
size n1 11,25 12,28 12,32 13,35 14,38 15,41 16,44

5 19,36 20,40 22,43 23,47 25,50 26,54
18,37 19,41 20,45 21,49 22,53 24,56

6 28,50
26,52

30,54 32,58 33,63 35,67
28,56 29,61 31,65 33,69

7 39,66 41,71 43,76 46,80
37,68 39,73 41,78 43,83

8 52,84 54,90 57,95
49,87 51,93 54,98

9 66,105 69,111
63,108 66,114

10 83,127
79,131

Table 12.4: Critical values for Mann-Whitney rank-sum test.
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12.4 Tests for paired data

As with the t test, when the data fall naturally into matched pairs, we can
improve the power of the test by taking this into account. We are given data
in pairs (x1, y1), . . . , (xn, yn), and we wish to test the null hypothesis H0: x
and y come from the same distribution. In fact, the null hypothesis may be
thought of as being even broader than that. As we discuss in section 12.4.4,
there is no reason, in principle, why the data need to be randomly sampled
at all. The null hypothesis says that the x’s and the y’s are indistinguishable
from a random sample from the complete set of x’s and y’s together. We
don’t use the precise numbers — which depend upon the unknown distribu-
tion of the x’s and y’s — but only basic reasoning about the relative sizes
of the numbers. Thus, if the x’s and y’s come from the same distribution,
it is equally likely that xi > y i as that xi < y i.

12.4.1 Sign test

The idea of the sign test is quite straightforward. We wish to test the null
hypothesis that paired data came from the same distribution. If that is the
case, then which one of the two observations is the larger should be just
like a coin flip. So we count up the number of times (out of n pairs) that
the first observation in the pair is larger than the second, and compute the
probability of getting that many heads in n coin flips. If that probability is
below the chosen significance level " , we reject the null hypothesis.

Schizophrenia study

Consider the schizophrenia study, discussed in section 11.5.2. We wish to
test, at the 0.05 level, whether the schizophrenic twins have different brain
measurements than the unaffected twins, against the null hypothesis that
the measurements are really drawn from the same distribution. We focus
now on the differences. Instead of looking at their values (which depends
upon the underlying distribution) we look only at their signs, as indicated
in Table 12.5. The idea is straightforward: Under the null hypothesis, the
difference has an equal chance of being positive or negative, so the number
of positive signs should be like the number of heads in fair coin flips. In this
case, we have 14 + out of 15, which is obviously highly unlikely.
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Table 12.5: Data from the Suddath [SCT+90] schizophrenia experiment.
Hippocampus volumes in cm3.

Una!ected Schizophrenic Di!erence Sign
1.94 1.27 0.67 +
1.44 1.63 -0.19 -
1.56 1.47 0.09 +
1.58 1.39 0.19 +
2.06 1.93 0.13 +
1.66 1.26 0.40 +
1.75 1.71 0.04 +
1.77 1.67 0.10 +
1.78 1.28 0.50 +
1.92 1.85 0.07 +
1.25 1.02 0.23 +
1.93 1.34 0.59 +
2.04 2.02 0.02 +
1.62 1.59 0.03 +
2.08 1.97 0.11 +

Formally, we analyse this with a single-sample Z test, comparing the
proportion of + to 0.5. We have n = 15 trials, so the SE is

"
0.5 á0.5/ 15 =

0.129, while the observed proportion of + is 14/ 15 = 0.933. The Z statistic
is

Z =
0.933 ! 0.5

0.129
= 3.36,

which is far above the cutoff level 1.96 for rejecting the null hypothesis at
the 0.05 level. In fact, the probability of getting such an extreme result (the
so-called p-value) is less than 0.001.

What if we had ignored the pairing and applied the median test instead?
We find that the median is 1.665. There are 9 schizophrenic and 6 unaffected
twins with measures above the median, so pu = 0.4 and ps = 0.6. The
difference is small, as the standard error is SE =

%
0.5 á0.5

"
1/ 15 + 1/ 15 =

0.18. We compute Z = 1.10, which does not allow us to reject the null
hypothesis at any level. The rank-sum test also turns out to be too weak to
reject the null hypothesis.

12.4.2 Breastfeeding study

We adopt an example from [vBFHL04], discussing a study by Brown and
Hurlock on the effectiveness of three different methods of preparing breasts
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for breastfeeding. Each mother treated one breast and left the other un-
treated, as a control. The two breasts were rated daily for level of discomfort,
on a scale 1 to 4. Each method was used by 19 mothers, and the average dif-
ference between the treated and untreated breast for each of the 19 mothers
who used the “toughening” treatment were: ! 0.525, 0.172, ! 0.577, 0.200,
0.040, ! 0.143, 0.043, 0.010, 0.000, ! 0.522, 0.007, ! 0.122, ! 0.040, 0.000,
! 0.100, 0.050, ! 0.575, 0.031, ! 0.060.

The original study performed a one-tailed t test at the 0.05 level of
the null hypothesis that the true difference between treated and untreated
breasts was 0: The cutoff is then ! 1.73 (so we reject the null hypothesis
on any value of T below ! 1.73). We have x̄ = ! 0.11, and sx = 0.25. We
compute then T = (x̄ ! 0)/ (sx/

%
n) = ! 1.95, leading us to reject the null.

We should, however, be suspicious of this marginal result, which depends
upon the choice of a one-tailed test: for a two-tailed test the cutoff would
have been 2.10.

In addition, we note that the assumption of normality is drastically vi-
olated, as we see from the histogram of the observed values 12.4. To ap-
ply the sign test, we see that there are 8 positive and 9 negative values,
which is as close to an average value as we could have, and so conclude
that there is no evidence in the sign test of a difference between the treated
and untreated breasts. (Formally, we could compute p̂ = 8/ 17 = 0.47, and
Z = (0.47 ! 0.50)/ (0.5/

%
17) = ! 0.247, which is nowhere near the cutoff of

1.96 for the z test at the 0.05 level.)
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Figure 12.4: Histogram of average difference between treated and untreated
breasts, for 19 subjects.
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Historical note: This study formed part of the “rediscovery” of breast-
feeding in the 1970s, after a generation of its being disparaged by the medical
community. Their overall conclusion as that the traditional treatments were
ineffective, the “toughening” marginally so. The emphasis on breastfeeding
being fundamentally uncomfortable reflects the discomfort that the medical
research community felt about nursing at the time.

12.4.3 Wilcoxon signed-rank test

As with the two-sample test in section 12.3.2, we can strengthen the paired-
sample test by considering not just which number is bigger, but the relative
ranks. The idea of the Wilcoxon (or signed-rank) test is that we might have
about equal numbers of positive and negative values, but if the positive
values are much bigger than the negative (or vice versa) that will still be ev-
idence that the distributions are different. For instance, in the breastfeeding
study, the t test produced a marginally significant result because several of
the very large values are all negative.

The mechanics of the test are the same as for the two-sample rank-sum
test, only the two samples are not the x’s and the y’s, but the positive and
negative differences. In a first step, we rank the differences by their absolute
values. Then, we carry out a rank-sum test on the positive and negative dif-
ferences. To apply the Wilcoxon test, we first drop the two 0 values, and
then rank the remaining 17 numbers by their absolute values:

Diff 0.007 0.010 0.031 0.040 -0.040 0.043 0.050 -0.060 -0.100
Rank 1 2 3 4.5 4.5 6 7 8 9

Diff -0.122 -0.143 0.172 0.200 -0.522 -0.525 -0.575 -0.577
Rank 10 11 12 13 14 15 16 17

The ranks corresponding to positive values are 1, 2, 3 ,4.5, 6, 7, 12, 13, which
sum to R+ = 48.5, while the negative values have ranks 4.5,8,9,10,11,14,15,16,17,
summing to R− = 104.5. The Wilcoxon statistic is defined to be T =
min{ R+, R−} = 48.5. We look on the appropriate table (given in Figure
12.5). We see that in order for the difference to be significant at the 0.05
level, we would need to have T # 34. Consequently, we still conclude that
the effect of the treatment is not statistically significant.



Non-Parametric Tests I 225

Figure 12.5: Critical values for Wilcoxon test.

12.4.4 The logic of non-parametric tests

One advantage of the non-parametric test is that it avoids the assumption
that the means are sufficiently normal to fit the t distribution. In fact,
though, we have presented reasonable evidence in section 11.5.3 that the
sample means are quite close to normal. Is there any other reason to use
a non-parametric test? Yes. The non-parametric test also avoids logically
suspect assumptions which underly the parametric test.

As in section 11.6, there seems to be a logical hole in the application of
the t test in the schizophrenia study of sections 11.5.2 and 11.5.3. Suppose
we accept that the average of a random sample of 15 differences like the
ones we’ve observed should have an approximately normal distribution, with
mean equal to the population mean and variance equal to the population
variance. Do we actually have such a random sample? The answer is,
almost certainly, no. There is no population that these fifteen twin pairs
were randomly sampled from. There is no register of all schizophrenia-
discordant identical twin pairs from which these fifteen could have been
randomly sampled.

We also cannot apply the logic of 11.6, which would say that everyone has
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a “schizophrenic” and an “unaffected” measurement, and that we randomly
decide whether we observe the one or the other. Is there some logic that we
can apply? Yes. Imagine that some prankster had tampered with our data,
randomly swapping the labels on the data, flipping a coin to decide which
measurement would be called “schizophrenic” and which would be called
“unaffected”. In other words, she randomly flips the signs on the differences
between positive and negative. Our null hypothesis would say that we should
not be able to recognise this tampering, because the two measurements are
indistinguishable overall. What the sign test and the Wilcoxon test tell us
is that our actual observations are not consistent with this hypothesis.

Note that the null hypothesis is now not tied to any probability model
of the source of the actual data. Rather, it expresses our intuitive notion
that “the difference is due to chance” in terms of a randomisation that
could be performed. We have 15 cards, one for every twin pair in the study.
One side has the measurement for the schizophrenic twin, the other has
the measurement for the unaffected twin, but we have not indicated which
is which. The null hypothesis says: The schizophrenic and the unaffected
measurements have the same distribution, which means that we are just as
likely to have either side of the card be the schizophrenic measurement. The
differences we observe should be just like the differences we would observe if
we labelled the sides schizophrenic and unaffected purely by flipping a coin.
The signs test shows that this is not the case, forcing us to reject the null
hypothesis. Statistical analysis depends on seeing the data we observe in
the context of the entire array of equivalent observations that we could have
made.


