
Lecture 16

Regression, Continued

16.1 R
2

What does it mean to say that bxi + a is a good predictor of yi from xi?
One way of interpretting this would be to say that we will typically make
smaller errors by using this predictor, than if we tried to predict yi without
taking account of the corresponding value of xi.

Suppose we have our standard regression probability model Y = βX +
α + E: this means that the observations are

yi = βxi + α + �i.

Of course, we don’t really get to observe the � terms: they are only inferred
from the relationship between xi and yi. But if we have X independent of
E, then we can use our rules for computing variance to see that

V ar(Y ) = β
2
V ar(X) + V ar(E). (16.1)

If we think of variance as being a measure of uncertainty, then this says that
the uncertainty about Y can be divided up into two parts: One part that
comes from the uncertainty about X, and would be cleared up once we know
X, and a residual uncertainty, that remains independent of X.1 From our
formula for the regression coefficients, we see that β

2 = r
2
V ar(Y )/V ar(X).

This means that the first term on the right in expression (16.1) becomes
r
2
V ar(Y ). In other words, the portion of the variance that is due to vari-

ability in X is r
2
V ar(Y ), and the residual variance — the variance of the

1If this sounds a lot like the ANOVA approach from lecture 14, that’s because it is.
Formally, they’re variants of the same thing, though developing this equivalence is beyond
the scope of this course.
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“error” term — is (1− r
2)V ar(Y ). Often this relation is summarised by the

statement: “X explains r
2 × 100% of the variance.”

16.1.1 Example: Parent-Child heights

From the Galton data of section 15.4.2, we see that the variance of the child’s
height is 6.34. Since r

2 = 0.21, we say that the parents’ heights explain
21% of the variance in child’s height. We expect the residual variance
to be about 6.34×0.79 = 5.01. What this means is that the variance among
children whose parents were all about the same height should be 5.01. In
Figure 16.1 we see histograms of the heights of children whose parents all
had heights in the same range of ±1 inch. Not surprisingly, there is some
variation in the shapes of these histograms, vary somewhat, but the variances
are all substantially smaller than 6.34, a varying between 4.45 and 5.75.

16.1.2 Example: Breastfeeding and IQ

In section 15.4.3 we computed the correlation between number of months
breastfeeding and adult IQ to be 0.118. This gives us r

2 = 0.014, so we
say that the length of breastfeeding accounts for about 1.4% of adult IQ.
The variance in IQ among children who were nursed for about the same
length of time is about 1% less than the overall variance in IQ among the
population. Not a very big effect, in other words. Is the effect real at all, or
could it be an illusion, due to chance variation? We perform a hypothesis
test, computing

R =
r
√

973− 2√
1− r2

= 3.70.

The threshold for rejecting t with 971 degrees of freedom (the ∞ row —
essentially the same as the normal distribution) at the α = 0.01 significance
level is 2.58. Hence, the correlation is highly significant. This is a good
example of where “significant” in the statistical sense should not be confused
with “important”. The difference is significant because the sample is so large
that it is very unlikely that we would have seen such a correlation purely by
chance if the true correlation were zero. On the other hand, explaining 1%
of the variance is unlikely to be seen as a highly useful finding. (At the same
time, it might be at least theoretically interesting to discover that there is
any detectable effect at all.)
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Figure 16.1: Histograms of Galton’s data for children’s heights, partitioned
into classes whose parents all had the same height ±1 inch.
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16.2 Regression to the mean and the regression
fallacy

We have all heard stories of a child coming home proudly from school with
a score of 99 out of 100 on a test, and the strict parent who points out that
he or she had 100 out of 100 on the last test, and “what happened to the
other point?” Of course, we instinctively recognise the parent’s response
as absurd. Nothing happened to the other point (in the sense of the child
having fallen down in his or her studies); that’s just how test scores work.
Sometimes they’re better, sometimes worse. It is unfair to hold someone to
the standard of the last perfect score, since the next score is unlikely to be
exactly the same, and there’s nowhere to go but down.

Of course, this is true of any measurements that are imperfectly cor-
related: If |r| is substantially less than 1, the regression equation tells us
that those individuals who have extreme values of x tend to have values
of y that are somewhat less extreme. If r = 0.5, those with x values that
are 2 SDs above the mean will tend to have y values that are still above
average, but only 1 SD above the mean. There is nothing strange about
this: If we pick out those individuals who have exceptionally voluminous
brains, for instance, it is not surprising that the surface areas of their brains
are less extreme. While athletic ability certainly carries over from one sport
to another, we do not expect the world’s finest footballers to also win gold
medals in swimming. Nor does it seem odd that great composers are rarely
great pianists, and vice versa.

And yet, when the x and y are successive events in time — for instance,
the same child’s performance on two successive tests — there is a strong
tendency to attribute causality to this imperfect correlation. Since there
is a random component to performance on the test, we expect that the
successive scores will be correlated, but not exactly the same. The plot of
score number n against score number n + 1 might look like the upper left
scatterplot in Figure 15.3. If she had an average score last time, she’s likely
to score about the same this time. But if she did particularly well last time,
this time is likely to be less good. But consider how easy it would be to look
at these results and say, “Look, she did well, and as a result she slacked off,
and did worse the next time;” or “It’s good that we punish her when she
does poorly on a test by not letting her go outside for a week, because that
always helps her focus, and she does better the next time.” Galton noticed
that children of exceptionally tall parents were closer to average than the
parents were, and called this “regression to mediocrity” [Gal86].
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Some other examples:

• Speed cameras tend to be cited at intersections where there have been
high numbers of accidents. Some of those high numbers are certainly
inherent to the site, but sometimes the site was just “unlucky” in one
year. You would expect the numbers to go down the next year regard-
less of whether you made any changes, just as you would expect an
intersection with very few accidents to have more the next year. Some
experts have pointed out that this can lead to overestimating the effect
of the cameras. As described in The Times 15 December 2005 [http:
//www.timesonline.co.uk/tol/news/uk/article766659.ece],

The Department for Transport [. . . ] published a study which
found that cameras saved only half as many lives as claimed.
This undermines the Governments main justification for in-
creasing speed camera penalties five-fold from 340,000 in
1997 to 1.8 million in 2003.
Safe Speed, the anti-camera campaign, has argued for years
that the policy of siting cameras where there have been re-
cent clusters of crashes makes it impossible to attribute any
fall in collisions to the presence of a camera. Collisions would
be expected to fall anyway as they reverted from the tem-
porary peak to the normal rate.
The department commissioned the Department of Engineer-
ing at Liverpool University to study this effect, which is
known as regression to the mean. The study concluded that
most of the fall in crashes could be attributed to regression
to the mean. The presence of the camera was responsible
for as little as a fifth of the reduction in casualties.

The report goes on to say that “The department put the results of
the study close to the bottom of a list of appendices at the back of a
160-page report which claims that cameras play an important role in
saving lives.”

• Suppose you are testing a new blood pressure medication. As we
have described in section 11.5, it is useful to compare the same in-
dividual’s blood pressure before and after taking the medication. So
we take a group of subjects, measure their blood pressure (xi), give
them the medication for two weeks, then measure again (yi), and test
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to see whether yi − xi is negative, on average. We can’t give blood-
pressure-lowering medication to people who have normal blood pres-
sure, though, so we start by restricting the study to those whose first
measurement x is in the hypertension range, xi > 140mmHg. Since
they are above average, and since there is significant random fluc-
tuation in blood pressure measurements, those individuals would be
expected to have lower blood pressure measurements the second time,
purely by chance. If you are not careful, you will find yourself overes-
timating the effectiveness of the medication.

• The behavioural economists Amos Tversky and Daniel Kahneman tell
the story of having taught psychology to air force flight instructors.
He tried to explain to them that there was a great deal of evidence
that positive reinforcement — praise for good performance — is more
effective than negative reinforcement (criticism of poor performance).

After some experience with this training approach, the in-
structors claimed that contrary to psychological doctrine,
high praise for good execution of complex maneuvers typ-
ically results in a decrement of performance on the next
try[. . . ] Regression is inevitable in flight maneuvers because
performance is not perfectly reliable and progress between
successive maneuvers is slow. Hence, pilots who did excep-
tionally well on one trial are likely to deteriorate on the next,
regardless of the instructors’ reaction to the initial success.
The experienced flight instructors actually discovered the re-
gression but attributed it to the detrimental effect of positive
reinforcement. This true story illustrates a saddening
aspect of the human condition. We normally reinforce
others when their behavior is good and punish them when
their behavior is bad. By regression alone, therefore, they
are most likely to improve after being punished and most
likely to deteriorate after being rewarded. Consequently,
we are exposed to a lifetime schedule in which we
are most often rewarded for punishing others, and
punished for rewarding. [Tve82]
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16.3 When the data donÕt Þt the model

As part of a cross-species study of sleep behaviour [AC76] presented a table
of brain and body weights for 62 different species of land mammal. We
show these data in Table 16.1. We have already shown a scatterplot of brain
weights against body weights in Figure 15.2(e). It is clear from looking at
the data that there is some connection between brain and body weights,
but it is also clear that we have some difficulty in applying the ideas of
this lecture. These are based, after all, on a model in which the variables
are normally distributed, so that they are distributed about in some kind
of approximately oval scatterplot. The correlation is supposed to represent
a summary of the relation between all x values and the corresponding y’s.
Here, though, the high correlation (0.93) is determined almost entirely by
the elephants, which have brain and body sizes far above the mean.

16.3.1 Transforming the data

One approach to understanding the correlation in this data set is illustrated
in Figure 15.2(f), where we have plotted log of brain weight against log of
body weight. The result now looks quite a bit like our standard regression
scatter plots. We can compute that the correlation of these two measures
is actually even a bit higher: 0.96. Thus, we can say that 92% (= 0.962) of
the variance in log brain weight is explained by body weight. What is more,
the regression line now seems to make some sense.

16.3.2 SpearmanÕs Rank Correlation Coe!cient

Taking logarithms may seem somewhat arbitrary. After all, there are a lot
of ways we might have chosen to transform the data. Another approach to
dealing with such blatantly nonnormal data, is to follow the same approach
that we have taken in all of our nonparametric methods: We replace the raw
numbers by ranks. Important: The ranking takes place within a variable.
We have shown in Table 16.1, in columns 3 and 5, what the ranks are:
The highest body weight — african elephant — gets 62, the next gets 61,
down to the lesser short-tailed shrew, that gets rank 1. Then we start over
again with the brain weights. (When two or more individuals are tied, we
average the ranks.) The correlation that we compute between the ranks is
called Spearman’s rank correlation coefficient, denoted rs. It tells us
quantitatively whether high values of one variable tend to go with high values
of the other, without relying on assumptions of normality or otherwise being



288 Bibliography

dominated by a few very extreme values. Since it is really just a correlation,
we test it (for being different from 0) the same way we test any correlation,
by comparing rs

√
n− 2/

�
1− r2

s with the t distribution with n− 2 degrees
of freedom.

16.3.3 Computing SpearmanÕs rank correlation coe!cient

There is a slightly quicker way of computing the Spearman coefficient. We
first list the rankings of the two variables in two parallel rows, and let di

be the difference between the xi ranking and the yi ranking. We show this
calculation in Table 16.2. We then have D =

�
d

2
i

= 1846.5. We have then
the formula

rs = 1− 6
�

d
2
i

n(n2 − 1)
= 0.954.

This is exactly what we get when we compute the correlation between the
two lists of ranks, as described in section 15.4.
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Species Body weight (kg) Body rank Brain weight (g) Brain rank

African elephant 6654.00 62 5712.00 62
African giant 1.00 21 6.60 22

pouched rat
Arctic Fox 3.38 32 44.50 37
Arctic ground 0.92 20 5.70 19
squirrel
Asian elephant 2547.00 61 4603.00 61
Baboon 10.55 42 179.50 50
Big brown bat 0.02 4 0.30 3
Brazilian tapir 160.00 53 169.00 47
Cat 3.30 31 25.60 35
Chimpanzee 52.16 47 440.00 56
Chinchilla 0.42 14 6.40 21
Cow 465.00 58 423.00 55
Desert hedgehog 0.55 16 2.40 10
Donkey 187.10 54 419.00 54
Eastern American mole 0.07 7 1.20 8
Echidna 3.00 30 25.00 34
European hedgehog 0.79 18 3.50 14
Galago 0.20 12 5.00 17
Genet 1.41 25 17.50 32
Giant armadillo 60.00 49 81.00 41
Giraffe 529.00 60 680.00 59
Goat 27.66 44 115.00 44
Golden hamster 0.12 10 1.00 6
Gorilla 207.00 56 406.00 53
Gray seal 85.00 51 325.00 52
Gray wolf 36.33 46 119.50 45
Ground squirrel 0.10 8 4.00 16
Guinea pig 1.04 22 5.50 18
Horse 521.00 59 655.00 58
Jaguar 100.00 52 157.00 46
Kangaroo 35.00 45 56.00 39
Lesser short- 0.01 1 0.14 1

tailed shrew
Little brown bat 0.01 2 0.25 2
Man 62.00 50 1320.00 60
Mole rat 0.12 11 3.00 13
Mountain beaver 1.35 23 8.10 23
Mouse 0.02 4 0.40 5
Musk shrew 0.05 5 0.33 4
N. American 1.70 27 6.30 20

opossum
Nine-banded 3.50 34 10.80 24

armadillo
Okapi 250.00 57 490.00 57
Owl monkey 0.48 15 15.50 30
Patas monkey 10.00 41 115.00 44
Phanlanger 1.62 26 11.40 25
Pig 192.00 55 180.00 51
Rabbit 2.50 29 12.10 26
Raccoon 4.29 39 39.20 36
Rat 0.28 13 1.90 9
Red fox 4.24 38 50.40 38
Rhesus monkey 6.80 40 179.00 49
Rock hyrax 0.75 17 12.30 28

(Hetero. b)
Rock hyrax 3.60 35 21.00 33

(Procavia hab)
Roe deer 14.83 43 98.20 42
Sheep 55.50 48 175.00 48
Slow loris 1.40 24 12.50 29
Star nosed mole 0.06 6 1.00 6
Tenrec 0.90 19 2.60 12
Tree hyrax 2.00 28 12.30 28
Tree shrew 0.10 9 2.50 11
Vervet 4.19 37 58.00 40
Water opossum 3.50 34 3.90 15
Yellow-bellied marmot 4.05 36 17.00 31

mean 199 243
SD 899 930

Table 16.1: Brain and body weights for 62 different land mammal species.
Available at http://lib.stat.cmu.edu/datasets/sleep, and as the ob-
ject mammals in the statistical language sR.
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body 62 21 32 20 61 42 4 53 31 47 14 58 16 54 7 30 18 12 25 49 60
brain 62 22 37 19 61 50 3 47 35 56 21 55 10 54 8 34 14 17 32 41 59
diff. 0 1 5 1 0 8 0 6 4 9 7 3 6 0 1 4 4 5 7 8 1

body 44 10 56 51 46 8 22 59 52 45 1 2 50 11 23 4 5 27 34 57 15
brain 44 6 53 52 45 16 18 58 46 39 1 2 60 13 23 5 4 20 24 57 30
diff. 0 4 3 1 1 8 4 1 6 6 0 0 10 2 0 2 1 7 10 0 15

body 41 26 55 29 39 13 38 40 17 35 43 48 24 6 19 28 9 37 34 36
brain 44 25 51 26 36 9 38 49 28 33 42 48 29 6 12 28 11 40 15 31
diff. 2 1 4 3 3 4 0 9 10 2 1 0 5 0 7 0 2 3 18 5

Table 16.2: Ranks for body and brain weights for 62 mammal species, from
Table 16.1, and the difference in ranks between body and brain weights.


