
Lecture 8

The χ2 Test

8.1 Introduction — Test statistics that aren’t Z

In lecture 7 we learned how to test hypotheses that a population has a
certain mean, or that the probability of an event has a certain value. We
base our test on the Z statistic, defined as

Z =
observed− expected

standard error
,

which we then compare to a standard normal distribution. This Z has three
properties that are crucial for making a test statistic:

(i). We compute Z from the data;

(ii). Extreme values of Z correspond to what we intuitively think of as
important failures of the null hypothesis. The larger Z is, the more
extremely the null hypothesis has failed;

(iii). Under the null hypothesis, we know the distribution of Z.

Example 8.1: Suicide and month of birth

A recent paper [SCB06] attempts to determine whether people
born in certain months have higher risk of suicide than people
born in other months. They gathered data for 26,915 suicides
in England and Wales between 1979 and 2001, by people born
between 1955 and 1966, for which birth dates were recorded.
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Looking just at the women in the sample, the data are sum-
marised in Table 8.1, where the second column gives the fraction
of dates that are in that month (that is, 31 or 30 or 28.25 divided
by 365.25). The number of suicides is not the same every month

Month Prob Female Male Total

Jan 0.0849 527 1774 2301
Feb 0.0773 435 1639 2074
Mar 0.0849 454 1939 2393
Apr 0.0821 493 1777 2270
May 0.0849 535 1969 2504
Jun 0.0821 515 1739 2254
Jul 0.0849 490 1872 2362
Aug 0.0849 489 1833 2322
Sep 0.0821 476 1624 2100
Oct 0.0849 474 1661 2135
Nov 0.0821 442 1568 2010
Dec 0.0849 471 1690 2161

Total 1.0000 5801 21085 26886
Mean 483.4 1757.1 2240.5

Table 8.1: Suicides 1979–2001 by month of birth in England and Wales
1955–66, taken from [SCB06].

— as you would inevitably expect, by chance variation. But is
there a pattern? Are there some months whose newborns are
more likely than others’ to take their own lives 20 to 40 years
later? There seem to be more suicides among spring babies. We
might formulate a hypothesis as follows:

H0 : a suicide has equal chances (1/365.25) of having been born on any date of the year

The alternative hypothesis is that people born on some dates are
more likely to commit suicide. (We count 29 February as 0.25
days, since it is present in one year out of four.)

How might we test this? One way would be to split up the
suicides into two categories: “Spring births” (March through
June) and “Others”. We then have 9421 suicides among the
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spring births, and 17465 among the others. Now, 122 days are
in the spring-birth category, so our null hypothesis is

H0 : p0 = Probability of a suicide being spring-birth = 122/365.25 = 0.334.

The expected number of spring-birth suicides (under the null
hypothesis) is 26886 × p0 = 8980, and the standard error is�

p0(1− p0)n =
√

0.334× 0.666× 26886 = 77.3. We then per-
form a Z test with

Z =
9421− 8980

77.3
= 5.71.

The Z statistic runs off the end of our table, indicating a p-value
below 0.0001. (In fact, the p-value is below 10−8, or about 1
chance in 100 million.)

Is this right, though? Not really. We are guilty here of data
snooping: We looked at the data in order to choose which way
to break up the year into two categories. If we had split up the
year differently, we might have obtained a very different result.
(For example, if we had defined “spring-birth” to include only
April through June, we would have obtained a Z statistic of only
0.415.) It would be helpful to have an alternative approach that
could deal with multiple categories as they are, without needing
to group them arbitrarily into two. !

8.2 Goodness-of-Fit Tests

We are considering the following sort of situation. We observe n realisations
of a categorical random variable. There are k categories. We have a null
hypothesis that tells us that these categories have probabilities p1, . . . , pk , so
that the expected number of observations in the categories are np1, . . . , npk .
The observed numbers in each category are n1, . . . , nk .

We want to have a test statistic that measures how far off the observed
are, in total, from the expected. We won’t fall into the trap of summing up
ni − npi (which will always be 0). We might instead add up the squared
differences (ni − npi )2. But that seems like a problem, too: If we were
expecting to have just 1 outcome in some category, and we actually got
11, that seems a lot more important than if we were expecting 1000 and
actually got 1010, even though the difference is 10 in each case. So we want
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a difference to contribute more to the test statistic if the expected number
is small.

By this reasoning we arrive at the χ
2 (“chi-squared”, pronounced “keye

squared”) statistic

X
2 :=

(n1 − np1)2

np1
+· · ·+(nk − npk)2

npk
=

� (observed− expected)2

expected
. (8.1)

8.2.1 The χ2 distribution

The statistic X
2 has properties (i) and (ii) for a good test statistic: we

can compute it from the data, and bigger values of X correspond to data
that are farther away from what you would expect from the null hypothesis.
But what about (iii)? We can’t do a statistical test unless we know the
distribution of X under the null hypothesis. Fortunately, the distribution is
known. The statistic X has approximately (for large n) one of a family of
distributions, called the χ

2 distribution. There is a positive integer, called
the number of degrees of freedom (abbreviated “d.f.”) which tells us
which χ

2 distribution we are talking about. One of the tricky things about
using the χ

2 test statistic is figuring out the number of degrees of freedom.
This depends on the number of categories, and how we picked the null
hypothesis that we are testing. In general,

degrees of freedom = # categories - # parameters fit from the data - 1.

When is n large enough? The rule of thumb is that the expected number
in every category must be at least about 5. So what do we do if some of the
expected numbers are too small? Very simple: We group categories together,
until the problem disappears. We will see examples of this in sections 8.4.1
and 8.4.2.

The χ
2 distribution with d degrees of freedom is a continuous distribu-

tion1 with mean d and variance 2d. In Figure 8.1 we show the density of the
chi-squared distribution for some choices of the degrees of freedom. We note
that these distributions are always right-skewed, but the skew decreases as
d increases. For large d, the χ

2 distribution becomes close to the normal
distribution with mean d and variance 2d.

1It happens to be the same as the distribution of the sum of d independent random
variables, each of which is the square of a standard normal. In particular, the χ2 with 1
degree of freedom is the same as the square of a standard normal random variable.
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Figure 8.1: The density of χ
2 distributions with various degrees of freedom.
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As with the standard normal distribution, we rely on standard tables
with precomputed values for the χ

2 distribution. We could simply have a
separate table for each number of degrees of freedom, and use these exactly
like the standard normal table for the Z test. This would take up quite
a bit of space, though. (Potentially infinite — but for large numbers of
degrees of freedom see section 8.2.2.) Alternatively, we could use a computer
programme that computes p-values for arbitrary values of X and d.f. (In the
R programming language the function pchisq does this.) This is an ideal
solution, except that you don’t have computers to use on your exams.

d.f. P = 0.05 P = 0.01

1 3.84 6.63
2 5.99 9.21
3 7.81 11.34
4 9.49 13.28
5 11.07 15.09
6 12.59 16.81
7 14.07 18.48
8 15.51 20.09
9 16.92 21.67

10 18.31 23.21
11 19.68 24.72
12 21.03 26.22
13 22.36 27.69
14 23.68 29.14
15 25.00 30.58
16 26.30 32.00

d.f. P = 0.05 P = 0.01

17 27.59 33.41
18 28.87 34.81
19 30.14 36.19
20 31.41 37.57
21 32.67 38.93
22 33.92 40.29
23 35.17 41.64
24 36.42 42.98
25 37.65 44.31
26 38.89 45.64
27 40.11 46.96
28 41.34 48.28
29 42.56 49.59
30 43.77 50.89
40 55.76 63.69
60 79.08 88.38

Table 8.2: A χ
2 table

Instead, we rely on a traditional compromise approach, taking advantage
of the fact that the most common use of the tables is to find the critical value
for hypothesis testing at one of a few levels, such as 0.05 and 0.01.

Example 8.2: Using the χ2 table

We perform a χ
2 test to test a certain null hypothesis at the

0.05 significance level, and find an observed X
2 of 12.1 with 5
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degrees of freedom. We look on the table and see in the row
for 5 d.f. that the critical value is 11.07. Since our observed
value is above this, we reject the null hypothesis. On the other
hand, we would have retained the null hypothesis had we been
testing at the 0.01 level, since the critical value at level 0.01 is
15.09. (The actual p-value is 0.0334.) We show, in figure 8.2,
the region corresponding to the 0.01 significance level in green,
and the remainder of the 0.05 critical region in red. We have
observed 12.1, so the logic tells us that either the data did not
come from the null hypothesis, or we happen, purely by chance,
to have made a pick that wound up in the tiny red region.
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Figure 8.2: χ
2 density with 5 degrees of freedom. The green region represents

1% of the total area. The red region represents a further 4% of the area, so
that the tail above 11.07 is 5% in total.

!



χ
2 Test 138

8.2.2 Large d.f.

Table 8.2 only gives values for up to 60 degrees of freedom. What do we
do when the problem gives us more than 60? Looking at Figure 8.1(b) you
probably are not surprised to hear that the χ

2 distribution gets ever closer
to a normal distribution when the number of degrees of freedom gets large.
Which normal distribution? We already know the mean and variance of the
χ

2. For large d, then,

χ
2(d) is approximately the same as N(d, 2d).

Thus, the p-value for a given observed X
2 is found by taking

Z =
X

2 − d√
2d

,

and looking it up on the standard normal table. Conversely, if we want to
know the critical value for rejecting X

2 with d degrees of freedom, with d

large, at significance level α, we start by finding the appropriate z for the
level (if we were doing a Z test). The critical value for X

2 is then
√

2dz + d.

For example, if we were testing at the 0.01 level, with 60 d.f., we would
first look for 9950 on the standard normal table, finding that this corresponds
to z = 2.58. (Remember that in a two-tailed test at the 0.01 level, the
probability above z is 0.005.) We conclude that the critical value for χ

2

with 60 d.f. at the 0.01 level is about

2.58
√

120 + 60 = 88.26.

The exact value, given on the table, is 88.38. For larger values of d.f. we
simply rely on the approximation.

8.3 Fixed distributions

We start with a simple example. Suppose we have a six-sided die, and we
are wondering whether it is fair — that is, whether each side is equally likely
to come up. We roll it 60 times, and tabulate the number of times each side
comes up. The results are given in Table 8.3.

It certainly appears that sides 1,2, and 5 come up more often than they
should, and sides 3, 4, and 6 less frequently. On the other hand, some
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Table 8.3: Outcome of 60 die rolls

Side 1 2 3 4 5 6
Observed Frequency 16 15 4 6 14 5
Expected Frequency 10 10 10 10 10 10

deviation is expected, due to chance. Are the deviations we see here too
extreme to be attributed to chance?

Suppose we wish to test the null hypothesis

H0 : Each side comes up with probability 1/6

at the 0.01 significance level. In addition to the Observed Frequency of
each side, we have also indicated, in the last row of Table 8.3, the Expected
Frequency, which is the probability (according to H0) of the side coming
up, multiplied by the number of trials, which is 60. Since each side has
probability 1/6 (under the null hypothesis), the expected frequencies are
all 10. (Note that the observed and expected frequencies both add up to
exactly the number of trials.)

We now plug these numbers into our formula for the chi-squared statistic:

X
2 =

� (observed− expected)2

expected

=
(16− 10)2

10
+

(15− 10)2

10
+

(4− 10)2

10
+

(6− 10)2

10
+

(14− 10)2

10
+

(5− 10)2

10
= 3.6 + 2.5 + 3.6 + 1.6 + 1.6 + 2.5
= 15.4.

Now we need to decide whether this number is a big one, by comparing
it to the appropriate χ

2 distribution. Which one is the appropriate one?
When testing observations against a single fixed distribution, the number
of degrees of freedom is always one fewer than the number of categories.2

There are six categories, so five degrees of freedom.
2Why minus one? You can think of degrees of freedom as saying, how many different

numbers did we really observe? We observed six numbers (the frequency counts for the
six sides), but they had to add up to 60, so any five of them determine the sixth one. So
we really only observed five numbers.
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Example 8.3: Suicides, continued

We complete Example 8.1. We want to test whether the observed
data in Table 8.1 could plausibly have come from the null hy-
pothesis, with the probability for each month given in column 2.
In Table 8.4 we add columns for “expected” numbers of suicides.
For example, if we look in the column “Female/Exp”, and the
row January, we find the number 493. This is obtained from mul-
tiplying 5801 (the total number of women in the study) by 0.0849
(the probability of a woman having been born in January, under
the null hypothesis). (The numbers in the “expected” columns
don’t add up to exactly the same as those in the corresponding
“observed” column, because of rounding.)

Month Prob. Female Male Combined
Obs Exp Obs Exp Obs Exp

Jan 0.0849 527 493 1774 1790 2301 2283
Feb 0.0773 435 448 1639 1630 2074 2078
Mar 0.0849 454 493 1939 1790 2393 2283
Apr 0.0821 493 476 1777 1731 2270 2207
May 0.0849 535 493 1969 1790 2504 2283
Jun 0.0821 515 476 1739 1731 2254 2207
Jul 0.0849 490 493 1872 1790 2362 2283

Aug 0.0849 489 493 1833 1790 2322 2283
Sep 0.0821 476 476 1624 1731 2100 2207
Oct 0.0849 474 493 1661 1790 2135 2283
Nov 0.0821 442 476 1568 1731 2010 2207
Dec 0.0849 471 493 1690 1790 2161 2283

Total 1.0000 5801 5803 21085 21084 26886 26887

Table 8.4: Suicides 1979–2001 by month of birth in England and Wales
1955–66, taken from [SCB06].

We now test the null hypothesis for the combined sample of men
and women, at the 0.01 significance level. We plug these columns
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into equation (8.1), obtaining

X
2 =

(2301− 2283)2

2283
+

(2073− 2078)2

2078

+
(2393− 2283)2

2283
+ · · · +

(2161− 2283)2

2283
= 71.9.

Since there are 12 categories, the number of degrees of freedom
is 12 − 1 = 11. We look on the χ

2 table in row 11 d.f., col-
umn P = 0.01, and find the critical value is 24.73. Since the
observed value is higher, we reject the null hypothesis, and con-
clude that the difference between the observed distribution of
suicides’ birthmonths and what would be expected purely by
chance is highly significant. (The actual p-value is less than
10−10, so there is less than one chance in ten billion that we
would observe such a deviation purely by chance, if the null hy-
pothesis were true.)

If we considered only the female data, on the other hand, the χ
2

value that we would compute from those two columns is 17.4,
which is below the critical value. Considered on their own, the
female data do not provide strong evidence that suicides’ birth
months differ in distribution from what would be expected by
chance. !

Example 8.4: Distribution of births

Did we use the right null hypothesis in Example 8.1? We as-
sumed that all birthdates should be equally likely.

At http://www.statistics.gov.uk/downloads/theme_population/
FM1_32/FM1no32.pdf we have official UK government statistics
for births in England and Wales. Table 2.4 gives the data for
birth months, and we repeat them in the column “observed” in
Table 8.5. The “Expected” column tells us how many births
would have been expected in that month under the null hy-
pothesis that all dates are equally likely. We compute X

2 =� (Obsi−Exp i)2

Exp i
= 477. The critical value is still the same as be-

fore, which is 24.73, so this is much bigger. (In fact, the p-value
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is around 10−16.) So births are definitely not evenly distributed
through the year.

Month Prob. Observed Expected

Jan 0.0849 29415 30936
Feb 0.0767 26890 27942
Mar 0.0849 30122 30936
Apr 0.0822 30284 29938
May 0.0849 31516 30936
Jun 0.0822 30571 29938
Jul 0.0849 32678 30936

Aug 0.0849 31008 30936
Sep 0.0822 31557 29938
Oct 0.0849 31659 30936
Nov 0.0822 29358 29938
Dec 0.0849 29186 30936

Total 1.0000 364244 364246

Table 8.5: Observed frequency of birth months, England and Wales, 1993.

We might then decide to try testing a new null hypothesis

H0: Suicides have the same distribution of birth month
as the rest of the population.

In Table 8.6 we show the corresponding calculations. In the col-
umn “Prob.” we give the observed empirical fraction of births
for that month, as tabulated in Table 8.5. Thus, the probability
for January is 0.0808, which is 29415/364244. The “Observed”
column copies the final observed column from Table 8.4, and the
“Expected” column is obtained by multiplying the “Prob” col-
umn by 26886, the total number of suicides in the sample. Using
these two columns, we compute X

2 = 91.8, which is even larger
than the value computed before. Thus, when we change to this
more appropriate null hypothesis, the evidence that something
interesting is going on becomes even stronger.

!
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Month Prob. Observed Expected

Jan 0.0808 2301 2171
Feb 0.0738 2074 1985
Mar 0.0827 2393 2223
Apr 0.0831 2270 2235
May 0.0865 2504 2326
Jun 0.0839 2254 2257
Jul 0.0897 2362 2412

Aug 0.0851 2322 2289
Sep 0.0866 2100 2329
Oct 0.0869 2135 2337
Nov 0.0806 2010 2167
Dec 0.0801 2161 2154

Total 1.0000 26886 26885

Table 8.6: Birth months of suicides compared with observed frequencies of
birth months in England and Wales, from Table 8.5.

8.4 Families of distributions

In many situations, it is not that we want to know whether the data came
from a single distribution, but whether it may have come from any one
of a whole family of distributions. For example, in Lecture 5 we considered
several examples of data that might be Poisson distributed, and for which the
failure of the Poisson hypothesis would have serious scientific significance.
In such a situation, we modify our χ

2 hypothesis test procedure slightly:

(1). Estimate the parameters in the distribution. Now we have a partic-
ular distribution to represent the null hypothesis.

(2). Compute the expected occupancy in each cell as before.

(3). Using these expected numbers and the observed numbers (the data)
compute the χ

2 statistic.

(4). Compare the computed statistic to the critical value. Important: The
degrees of freedom are reduced by one for each parameter that has
been estimated.
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Thus, if we estimated a single parameter (e.g., Poisson distribution) we look
in the row for # categories−2 d.f. If we estimated two parameters (e.g.,
normal distribution) we look in the row for # categories−3 d.f.

8.4.1 The Poisson Distribution

Consider Example 5.7. We argued there that the distribution of Guillain-
Barré Syndrome (GBS) cases by weeks should have been Poisson distributed
if the flu vaccine was not responsible for the disease. The data are given in
Table 5.3, showing the number of weeks in which different numbers of cases
were observed.

If some Poisson distribution were correct, what would be the parameter?
We estimated that λ, which is the expected number of cases per week, should
be estimated by the observed average number of cases per week, which is
40/30 = 1.33. We computed the probabilities for different numbers of cases,
assuming a Poisson distribution with parameter 1.33, and multiplied these
probabilities by 40 to obtain expected numbers of weeks. We compared
the observed to these expected numbers, and expressed the impression that
these distributions were different. But the number of observations is small.
Could it be that the difference is purely due to chance?

We want to test the null hypothesis H0: The data came from a Poisson
distribution with a χ

2 test. We can’t use the numbers from Table 5.3 di-
rectly, though. As discussed in section 8.2.1, the approximation we use for
the χ

2 distribution depends on the categories all being “large enough”, the
rule of thumb being that the expected numbers under the null hypothesis
should be at least 5. The last three categories are all too small. So, we
group the last four categories together, to obtain the new Table 8.7. The
last category includes everything 3 and higher.

Table 8.7: Cases of GBS, by weeks after vaccination

# cases per week 0 1 2 3+

observed frequency 16 7 3 4
probability 0.264 0.352 0.234 0.150

expected frequency 10.6 14.1 9.4 6.0
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We now compute

X
2 =

(16− 10.6)2

10.6
+

(7− 14.1)2

14.1
+

(3− 9.4)2

9.4
+

(4− 6.0)2

6.0
= 11.35.

Suppose we want to test the null hypothesis at the 0.01 significance level.
In order to decide on a critical value, we need to know the correct number
of degrees of freedom. The reduced Table 8.7 has oly 4 categories. There
would thus be 3 d.f., were it not for our having estimated a parameter to
decide on the distribution. This reduces the d.f. by one, leaving us with 2
degrees of freedom. Looking in the appropriate row, we see that the critical
value is 9.21, so we do reject the null hypothesis (the true p-value is 0.0034),
and conclude that the data did not come from a Poisson distribution.

8.4.2 The Binomial Distribution

In 1889, A. Geissler published data on births recorded in Saxony over a 10
year period, tabulating the numbers of boys and girls. (The complete data
set, together with analysis and interpretation, may be found in [Edw58].)
Table 8.8 shows the number of girls in the 6115 families with 12 children.
If the gender of successive children are independent, and the probabilities
remain constant over time, the number of girls born to a particular family
of 12 children should be a binomial random variable with 12 trials and an
unknown probability p of success.

Table 8.8: Numbers of girls in families with 12 children, from Geissler.

# Girls 0 1 2 3 4 5 6
Frequency 7 45 181 478 829 1112 1343
Expected 2.3 26.1 132.8 410.0 854.2 1265.6 1367.3

Probability 0.0004 0.0043 0.0217 0.0670 0.1397 0.2070 0.2236

# Girls 7 8 9 10 11 12
Frequency 1033 670 286 104 24 3
Expected 1085.2 628.1 258.5 71.8 12.1 0.9

Probability 0.1775 0.1027 0.0423 0.0117 0.0020 0.0002

We can use a Chi-squared test to test the hypothesis that the data follow
a Binomial distribution.
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H0 : The data follow a Binomial distribution
H1 : The data do not follow a Binomial distribution

At this point we also decide upon a 0.05 significance level.

From the data we know that n = 6115 and we can estimate p as

p̂ =
x̄

12
=

7(0) + 45(1) + . . . + 3(12)
12× 6115

= 0.4808

Thus we can fit a Bin(12, 0.4808) distribution to the data to obtain the
expected frequencies (E) alongside the observed frequencies (O). The prob-
abilities are shown at the bottom of Table 8.8, and the expectations are
found by multiplying the probabilities by 6115. The first and last cate-
gories have expectations smaller than 5, so we absorb them into the next
categories, yielding Table 8.9.

Table 8.9: Modified version of Table 8.8, with small categories grouped
together.

# Girls 0, 1 2 3 4 5 6 7 8 9 10 11, 12
Frequency 52 181 478 829 1112 1343 1033 670 286 104 27
Expected 28.4 132.8 410.0 854.2 1265.6 1367.3 1085.2 628.1 258.5 71.8 13.0

Probability 0.0047 0.0217 0.0670 0.1397 0.2070 0.2236 0.1775 0.1027 0.0423 0.0117 0.0022

The test statistic can then be calculated as

X
2 =

(52− 28.4)2

28.4
+ . . . +

(27− 13.0)2

13.0
= 105.95

The degrees of freedom are given by

df = (k − 1)− p = (11− 1)− 1 = 9

Thus, the Critical Region for the test is X
2

> 16.92.

The test statistics lies well within the Critical Region so we conclude that
there is significant evidence against the null hypothesis at the 5% level.
We conclude that the sex of newborns in families with 12 children is NOT
binomially distributed.
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Explaining the Geissler data

Non-examinable. Just if you’re interested.
So what is going on? A good discussion may be found in [LA98]. A brief
summary is that two things happened:

(1). Big families tended to come from families which started out unbal-
anced, particularly if they had all girls. That is, a family with three
girls would be more likely to have another child than a family with
two boys and a girl.

(2). The p value really doesn’t seem to be the same between families. Some
families have a tendency to produce more boys, others more girls.

Note that ((1)) is consistent with our original hypothesis, that babies all have
the same probability p of being female: We have just pushed the variability
from small families to large ones. Think of it this way: Suppose there were
a rule that said: Stop when you have 3 children, unless the children are all
boys or all girls. Otherwise, keep trying to get a balanced family. Then
the small families would be more balanced than you would have expected,
and the big families more unbalanced — for instance, half of the four-child
families would have all boys or all girls. Of course, it’s more complicated
than that: Different parents have different ideas about the “ideal” family.
But this effect does seem to explain some of the deviation from the binomial
distribution.

The statistical analysis in [LA98] tries to pull these effects apart (and also
take into account the small effect of identical twins), finding that there is an
SD of about 0.16 in the value of p, the probability of a girl, and furthermore
that there is some evidence that some parents produce nothing but girls, or
at most have a very small probability of producing boys.

The Normal Distribution

The following table gives the heights in cm of 100 students. In such a
situation we might be interested in testing whether the data follow a Normal
distribution or not.

Height (cm) 155-160 161-166 167-172 173-178 179-184 185-190
Frequency 5 17 38 25 9 6

We can use a Chi-squared test to test the hypothesis that the data follow a
Normal distribution.



χ
2 Test 148

H0 : The data follow a Normal distribution
H1 : The data do not follow a Normal distribution

At this point we also decide upon a 0.05 significance level.

From the data we can estimate the mean and standard deviation using the
sample mean and standard deviation

x̄ = 172
s = 7.15

To fit a Normal distribution with this mean and variance we need to calculate
the probability of each interval. This is done in four straightforward steps

(i). Calculate the upper end point of each interval (u)

(ii). Standardize the upper end points (z)

(iii). Calculate the probability P (Z < z)

(iv). Calculate the probability of each interval

(v). Calculate the expected cell counts

Height (cm) 155-160 161-166 167-172 173-178 179-184 185-190
Endpoint (u) 160.5 166.5 172.5 178.5 184.5 ∞

Standardized (z) -1.54 -0.71 0.13 0.97 1.81 ∞
P (Z < z) 0.06 0.24 0.55 0.83 0.96 1.00

P (a < Z < b) 0.06 0.18 0.31 0.28 0.13 0.04
Expected 6 18 31 28 13 4
Observed 5 17 38 25 9 6

From this table we see that there is one cell with an expected count less
than 5 so we group it together with the nearest cell

Height (cm)
155-160 161-166 167-172 173-178 179-190

Expected 6 18 31 28 17
Observed 5 17 38 25 15
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We can then calculate the test statistic as

X
2 =

(5− 6)2

6
+ . . . +

(15− 17)2

17
= 2.36

The degrees of freedom are given by

df = (# categories− 1)−# parameters estimated = (5− 1)− 2 = 2.

Thus, the Critical Region for the test is X
2

> 5.99.

The test statistics lies outside the Critical Region so we conclude that the
evidence against the null hypothesis is not significant at the 0.05 level.

8.5 Chi-squared Tests of Association

This section develops a Chi-squared test that is very similar to the one of
the preceding section but aimed at answering a slightly different question.
To illustrate the test we use an example, which we borrow from [FPP98,
section 28.2].

Table 8.10 gives data on Americans aged 25–34 from the NHANES sur-
vey, a random sample of Americans. Among other questions, individuals
were asked their age, sex, and handedness.

Table 8.10: NHANES handedness data for Americans aged 25–34

Men Women

right-handed 934 1070
left-handed 113 92
ambidextrous 20 8

Looking at the data, it looks as though the women are more likely to
be right-handed. Someone might come along and say: “The left cerebral
hemisphere controls the right side of the body, as well as rational thought.
This proves that women are more rational than men.” Someone else might
say, “This shows that women are under more pressure to conform to soci-
ety’s expectations of normality.” But before we consider this observation
as evidence of anything important, we have to pose the question: Does this
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reflect a difference in the underlying population, or could it merely be a
random effect of sampling?

The research hypothesis in this situation is whether a person’s handed-
ness is associated with their sex. In this situation, the null hypothesis would
be that there is no association between the two variables. In other words,
the null hypothesis is that the two variables are independent.

H0 : The two variables are independent.
H1 : The two variables are associated.

Or, to put it differently, each person gets placed in one of the six cells of the
table. The null hypothesis says that which row you’re in is independent of
the column. This is a lot like the problems we had in section 8.4: Here the
family of distributions we’re interested in is all the distributions in which
the rows are independent of the columns. The procedure is essentially the
same:

(1). Estimate the parameters in the null distribution. This means we esti-
mate the probability of being in each row and each column.

(2). Compute the expected occupancy in each cell: This is the number of
observations times the row probability times the column probability.

(3). Using these expected numbers and the observed numbers (the data)
compute the χ

2 statistic.

(4). Compare the computed statistic to the critical value. The number of
degrees of freedom is (r − 1)(c − 1), where r is the number of rows
and c the number of columns. (Why? The number of cells is rc. We
estimated r−1 parameters to determine the row probabilities and c−1
parameters to determine the column probabilities. So we have r+c−2
parameters in all. By our standard formula,

d.f. = rc− 1− (r + c− 2) = (r − 1)(c− 1).

We wish to test the null hypothesis at the 0.01 significance level. We ex-
tend the table to show the row and column fractions in Table 8.11. Thus, we
see that 89.6% of the sample were right-handed, and 47.7% were male. The
fraction that were right-handed males would be 0.896×0.477 = 0.427 under
the null hypothesis. Multiplying this by 2237, the total number of observa-
tions, we obtain 956, the expected number of right-handed men under the
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null hypothesis. We repeat this computation for all six categories, obtaining
the results in Table 8.12. (Note that the row totals and the column totals
are identical to the original data.) We now compute the χ

2 statistic, taking
the six “observed” counts from the black Table 8.10, and the six “expected”
counts from the red Table 8.12:

Men Women Total Fraction

right-handed 934 1070 2004 0.896
left-handed 113 92 205 0.092
ambidextrous 20 8 28 0.013

Total 1067 1170 2237

Fraction 0.477 0.523

Table 8.11: NHANES handedness data for Americans aged 25–34.

Men Women

right-handed 956 1048
left-handed 98 107
ambidextrous 13 15

Table 8.12: Expected counts for NHANES handedness data, computed from
fractions in Table 8.11.

X
2 =

(934− 956)2

956
+

(1070− 1048)2

1048
+ · · · +

(8− 15)2

15
= 12.4.

The degrees of freedom are (3−1)(2−1) = 2, so we see on Table 8.2 that the
critical value is 9.21. Since the observed value is higher, we reject the null
hypothesis, and conclude that the difference in handedness between men
and women is not purely due to chance.

Remember, this does not say anything about the reason for the differ-
ence! It may be something interesting (e.g., women are more rational) or it
may be something dull (e.g., men were more likely to think the interviewer
would be impressed if they said they were left-handed). All the hypothesis
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test tells us is that we would most likely have found a difference in handed-
ness between men and women if we had surveyed the whole population.


