
Lecture 9

ConÞdence intervals and
Normal Approximation

9.1 Inference from samples

In lecture 7 we learned about signiÞcance testing, which is one way to
quantify uncertainty. Consider the following example: Data set #231 from
[HDL + 94] includes height measurements from 199 men and women, sampled
at random from the much larger data 1980 OPCS (O!ce of Population Cen-
sus and Survey) survey. The sample of 199 menÕs heights averages 1732mm,
with an SD of 68.8mm. What does this tell us about the average height of
British men?

We only measured 199 of the many millions of men in the country, but
if we can assume that this was a random sample, this allows us to draw
conclusions about the entire population from which it was sampled. We
reason as follows: Imagine a box with millions of cards in it, on each of
which is written the height of one British man. These numbers are normally
distributed with mean µ and variance ! 2. We get to look at 199 of these
cards, sampled at random. Call the cards we seeX 1, . . . , X 199. Our best
guess forµ will of course be thesample mean

øX =
1

199
(X 1 + · · · + X 199) = 1732mm.

ÒBest guessÓ is not a very precise statement, though. To make a precise
statement, we make use of thesampling distribution of the estimation
error øX −µ. The average of independent normal random variables is normal.
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The expectation is the average of the expectations, while the variance is

V ar( øX ) =
1
n2 V ar(X 1+ · · ·+ X 200) =

1
n2

!
V ar(X 1)+ · · ·+ V ar(X 200)

"
=

! 2

n
.

since the variance of a sum of independent variables is always the sum of
the variances. Thus, we can standardiseøX by writing

Z =
øX − µ
!/
√

n
,

which is a standard normal random variable (that is, with expectation 0 and
variance 1).

One thing you know how to do is to use thisZ for a signiÞcance test.
Suppose we wanted to decide whether the average height of a UK man is
really at least 1720mm. We are testing the null hypothesis

H0 : µ = 1720

against the alternative
H0 : µ > 1720.

We compute the observedZ for this null hypothesis by plugging in the null
µ0 = 1720 into the formula. What about ! ? We take the observed SD
! = 68.8mm (more about this assumption in Chapter 10).

Then we have our observedZ = (1732 − 1720)/ (68.8/
√

199) = 2.46, so
our p-value is P(Z ≥ 2.46). Our standard normal table tells us P(Z <
2.4) = 0 .9918, soP(Z ≥ 2.4) = 0 .0082, so the p-value will be a bit less than
that. 1

ThereÕs an obvious problem with this: Why did we choose 1720mm for
the null hypothesis? Why not 1722, or 1715? Quite commonly, we want to
know how accurate our answer is, not whether itÕs bigger or smaller than
some particular number.

A tiny bit of algebra gives us

µ = øX − !√
n

Z.

This expresses the unknown quantityµ in terms of known quantities and a
random variable Z with known distribution. Thus we may use our standard

1We can be more precise, if we wish, noting that P (Z ! 2.5) = 0 .0062. We interpolate
with P(Z ! 2.46) " P (Z ! 2.4) + 0 .6(P (Z ! 2.5) # P(Z ! 2.4)) = 0 .0070.
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normal tables to generate statements like Òthe probability is 0.95 thatZ is
in the range−1.96 to 1.96,Ó implying that

the probability is 0.95 that µ is in the range øX − 1.96
!√
n

to øX + 1 .96
!√
n

.

(Note that we have used the fact that the normal distribution is symmetric
about 0.) We call this interval a 95% conÞdence interval for the unknown
population mean.

The quantity !/
√

n, which determines the scale of the conÞdence inter-
val, is called the Standard Error for the sample mean, commonly abbrevi-
ated SE. If we take! to be the sample standard deviation Ñ more about this
assumption in chapter 10 Ñ the Standard Error is 69 mm/

√
199≈ 4.9mm.

The 95% conÞdence interval for the population mean is then 1732±9.8mm,
so (1722, 1742)mm. In place of our vague statement about a best guess for
µ, we have an interval of width 20 mm in which we are 95% conÞdent that
the true population mean lies.

General procedure for normal conÞdence intervals : SupposeX 1, . . . , X n

are independent samples from a normal distribution with unknown meanµ,
and known variance! 2. Then a (symmetric) c% normal conÞdence interval
for µ is the interval

( øX − z SE, øX + z SE), which we also write as øX ± z SE,

where SE = !/
√

n, and z is the appropriate quantile of the standard nor-
mal distribution. That is, it is the number such that (100 − c)/ 2% of the
probability in the standard normal distribution is above z. Thus, if weÕre
looking for a 95% conÞdence interval, we takeøX ± 2 SE, whereas a 99%
conÞdence interval would be øX ± 2.6 SE, since we see on the normal table
that P(Z < 2.6) = 0 .9953, soP(Z > 2.6) = 0 .0047≈ 0.5%. (Note: The
central importance of the 95% conÞdence interval derives primarily from its
correspondence to az value of 2. More precisely, it is 1.96, but we rarely
need Ñ or indeed, can justify Ñ such such precision.)

Level 68% 90% 95% 99% 99.7%
z 1.0 1.64 1.96 2.6 3.0
Prob. above z 0.16 0.05 0.025 0.005 0.0015

Table 9.1: Parameters for some commonly used conÞdence intervals.
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In other situations, as we will see, we use the same formula for a normal
conÞdence interval for a parameterµ. The only thing that changes from
problem to problem is the point estimate øX , and the standard error.

9.2 Interpreting the conÞdence interval

But what does conÞdence mean? The quantityµ is a fact, not a ran-
dom quantity, so we cannot say ÒThe probability is 0.95 thatµ is between
1722mm and 1742mm.Ó2 The randomness is in our estimate öµ = øX . The
true probability statement P

# øX ∈
$
µ − 1.96SE, µ + 1 .96SE

%&
= 0 .95 is

equivalent, by simple arithmetic, to P
#

µ ∈
$ øX − 1.96SE, øX + 1 .96SE

%&
=

0.95. The latter statement looks likesomething di"erent, a probability state-
ment about µ, but really it is a probability statement about the random
interval: 95% of the time, the random interval generated according to this
recipe will cover the true parameter.

DeÞnition 9.2.1. A (" × 100)% conÞdence interval (also called a conÞ-
dence interval with conÞdence coe!cient or conÞdence level " ) for a
parameter µ, based on observationsX := ( X 1, . . . , X n) is a pair of statistics
(that is, quantities you can compute from the dataX ) A(X ) and B (X ), such
that

P
#

A(X ) ≤ µ ≤ B (X )
&

= ".

The quantity P
#

A(X ) ≤ #≤ B (X )
&

is called thecoverage probability
for µ. Thus, a conÞdence interval forµ with conÞdence coe!cient " is
precisely a random interval with coverage probability " . In many cases, it is
not possible to Þnd an interval with exactly the right coverage probability.
We may have to content ourselves with anapproximate conÞdence interval
(with coverage probability ≈ " ) or a conservative conÞdence interval(with
coverage probability≥ " ). We usually make every e"ort not to overstate our
conÞdence about statistical conclusions, which is why we try to err on the
side of making the coverage probability Ñ hence the interval Ñ too large.

2An alternative approach to statistics, called Bayesian statistics, does allow us to make
precises sense of probability statements about unknown parameters, but we will not be
considering it in this course.
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An illustration of this problem is given in Figure 9.1. Suppose we are
measuring systolic blood pressure on 100 patients, where the true blood
pressure is 120 mmHg, but the measuring device makes normally distributed
errors with mean 0 and SD 10 mmHg. In order to reduce the errors, we
take four measures on each patient and average them. Then we compute
a conÞdence interval. The measures are shown in Þgure9.1(a). In Figure
9.1(b) we have shown a 95% conÞdence interval for each patient, computed
by taking the average of the patientÕs four measurements, plus and minus 10.
Notice that there are 6 patients (shown by red XÕs for their means) where
the true measure Ñ 120 mmHg Ñ lies outside the conÞdence interval. In
Figures 9.1(c) and 9.1(d) we show 90% and 68% conÞdence intervals, which
are narrower, and hence miss the true value more frequently.

A 90% conÞdence interval tells you that 90% of the time the true value
will lie in this range. In fact, we Þnd that there are exactly 90 out of 100
cases where the true value is in the conÞdence interval. The 68% conÞdence
intervals do a bit better than would be expected on average: 74 of the 100
trials had the true value in the 68% conÞdence interval.

9.3 ConÞdence intervals for probability of success

We discussed in section6.8 that the binomial distribution can be well ap-
proximated by a normal distribution. This means that if we are estimating
the probability of successp from some observations of successes and failures,
we can use the same methods as above to put a conÞdence interval onp.
For instance, the Gallup organisation carried out a poll in October, 2005,
of AmericansÕ attitudes about guns (seehttp://www.gallup.com/poll/
20098/gun-ownership-use-america.aspx). They surveyed 1,012 Ameri-
cans, chosen at random. Of these, they found that 30% said they personally
owned a gun. But, of course, if theyÕd picked di"erent people, purely by
chance they would have gotten a somewhat di"erent percentage. How dif-
ferent could it have been? What does this survey tell us about the true
fraction (call it p) of Americans who own guns?

We can compute a 95% conÞdence interval as 0.30±1.96 SE. All we need
to know is the SE for the proportion p, which is the same as the standard
deviation for the observed proportion of successes. We know from section
6.8 (and discussed again at length in section7.3), that the standard error is

SE =

'
p(1− p)

n
,
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wheren is the number of samples. In this case, we get SE=
(

0.3× 0.7/ 1012 =
0.0144. So

95% conÞdence interval forp is 0.30± 0.029 = (0.271, 0.329).

Loosely put, we can be 95% conÞdent that the true proportion support-
ing EPP is between 27% and 33%. A 99% conÞdence interval comes from
multiplying by 2.6 instead of 1.96: it goes from 26.3% to 33.7%.

Notice that the Standard Error for a proportion is a maximum when
p = 0 .5. Thus, we can always get a Òconservative conÞdence intervalÓ Ñ an
interval where the probability of Þnding the true parameter in it is at least
95% (or whatever the level is) by taking the SE to be

(
.25/n . The 95%

conÞdence interval then has the particularly simple form sample mean±
1/
√

n.

9.4 The Normal Approximation

Approximation Theorems in Probability

SupposeX 1, X 2, . . . , X n are independent samples from a
probability distribution with mean µ and variance ! 2.
Then

Law of Large Numbers (LLN) : For n large, øX will be
close toµ.

Central Limit Theorem (CLT) : For n large, the error
in the LLN is close to a normal distribution, with variance
! 2/n . That is, using our standardisation procedure for the
normal distribution,

Z =
øX − µ
!/
√

n
(9.1)

is close to having a standard normal distribution. Equiv-
alently, X 1 + · · · + X n has approximately N (nµ, n! 2) dis-
tribution.

So far, we have been assuming that our data are sampled from a pop-
ulation with a normal distribution. What justiÞcation do we have for this
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assumption? And what do we do if the data come from a di"erent distribu-
tion? One of the great early discoveries of probability theory is that many
di"erent kinds of random variables come close to a normal distribution when
you average enough of them. You have already seen examples of this phe-
nomenon in the normal approximation to the binomial distribution and the
Poisson.

In probability textbooks such as [Fel71] you can Þnd very precise state-
ments about what it means for the distribution to be ÒcloseÓ. For our pur-
poses, we will simply treat Z as being actually a standard normal random
variable. However, we also need to know what it means forn to be ÒlargeÓ.
For most distributions that you might encounter, 20 is usually plenty, while
2 or 3 are not enough. The key rules of thumb are that the approximation
works best when the distribution of X

(1). is reasonably symmetric: Not skewed in either direction.

(2). has thin tails: Most of the probability is close to the mean, not many
SDs away from the mean.

More speciÞc indications will be given in the following examples.

9.4.1 Normal distribution

SupposeX i are drawn from a normal distribution with mean µ and variance
! 2 Ñ N (µ, ! 2). We know that X 1 + · · · + X n has N (nµ, n! 2) distribution,
and so that øX has N (µ, ! 2/n ) distribution. A consequence is that Z , as
deÞned in (9.1), in fact has exactly the standard normal distribution. In
fact, this is an explanation for why the CLT works: The normal distribution
is the only distribution such that when you average multiple copies of it,
you get another distribution of the same sort.3 Other distributions are not
stable under averaging, and naturally converge to the distributions that are.

9.4.2 Poisson distribution

SupposeX i are drawn from a Poisson distribution with parameter µ. The
variance is then alsoµ. We know that X 1+ · · ·+ X n has Poisson distribution
with parameter nµ. The CLT tells us, then, that for n large enough, the
P o(nµ) distribution is very close to the N (nµ, nµ ) distribution; or, in other
words, P o($) is approximately the same asN ($, $) for $ large. How large
should it be?

3Technically, it is the only distribution with finite variance for which this is true.
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Figure 9.2: Normal approximations to Po($). Shaded region is the implied
approximate probability of the Poisson variable < 0.
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$ Standardised Z Normal probability
1 -1.5 0.067
4 -2.25 0.012
10 -3.32 0.00045
20 -4.58 0.0000023

Table 9.2: Probability below −0.5 in the normal approximation to Poisson
random variables with di"erent parameters $.

The Poisson distribution is shown in Figure 9.2 for di"erent values of $,
together with the approximating normal density curve. One way of seeing
the failure of the approximation for small $ is to note that when $ is not
much bigger than

√
$ Ñ much bigger meaning a factor of 2.5 or so, so

$ < 6.2, the normal curve will have substantial probability below −0.5. Since
this is supposed to approximate the probability of the corresponding Poisson
distribution below 0, this manifestly represents a failure. For instance, when
$ = 1, the P o(1) distribution is supposed to be approximated by N (1, 1),
implying

P
#

P o(1) < 0
&
≈ P

#
N (1, 1) < −0.5

&
≈ P

#
N (0, 1) < −1.5

&
= .067.

In general, the threshold −0.5 corresponds toZ = ( −0.5 − $)/
√

$. The
corresponding values for other parameters are given in Table9.2.

9.4.3 Bernoulli variables

ÒBernoulli variablesÓ is the name for random variables that are 1 or 0,
with probability p or 1− p respectively. Then B = X 1 + · · · + X n is the
number of successes inn trials, with success probability p each time Ñ
that is, a Bin (n, p) random variable. Again, we have already discussed
that binomial random variables may be approximated by normal random
variables. X i has expectation p and variance p(1 − p). The CLT then
implies that Bin (n, p) ∼ N (np, np(1 − p)) for large values of n. Note that
B/n is the proportion of successes inn trials, and this has approximately
N (p, p(1− p)/n ) distribution. In other words, the observed proportion will
be close top, but will be o" by a small multiple of the SD, which shrinks as
!/
√

n, where ! =
(

p(1− p). This is exactly the same thing we discussed
in section 9.3.

How large doesn need to be? As in the case of the Poisson distribu-
tion, discussed in section9.4.2, a minimum requirement is that the mean be
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substantially larger than the SD; in other words, np �
(

np(1− p), so that
n � 1/p . (The condition is symmetric, so we also needn � 1/ (1−p).) This
Þts with our rule of thumb that n needs to be bigger when the distribution
of X is skewed, which is the case whenp is close to 0 or 1.

In Figure 9.3 we see that whenp = 0 .5 the normal approximation is
quite good, even whenn is only 10; on the other hand, whenp = 0 .1 we
have a good normal approximation whenn = 100, but not when n is 25.
(Note, by the way, that Binom (25, 0.1) is approximately Po(2.5), so this is
closely related to the observations we made in section9.4.2.

9.5 CLT for real data

We show how the CLT is applied to understand the mean of samples from
real data. It permits us to apply our Z and t tests for testing population
means and computing conÞdence intervals for the population mean (as well
as for di"erences in means) even to data that are not normally distributed.
(Caution: Remember that t is an improvement over Z only when the number
of samples being averaged is small. Unfortunately, the CLT itself may not
apply in such a case.) We have already applied this idea when we did the Z
test for proportions, and the CLT was also hidden in our use of the%2 test.

9.5.1 Quebec births

We begin with an example that is well suited to fast convergence. We
have a list of 5,113 numbers, giving the number of births recorded each
day in the Canadian province of Quebec over a period of 14 years, from 1
January, 1977 through 31 December, 1990. (The data are available at the
Time Series Data Library http://www.robjhyndman.com/TSDL/, under the
rubric ÒdemographyÓ.) A histogram of the data is shown in Figure9.4(a).
The mean number of births is µ = 251, and the SD is ! = 41.9.

Suppose we were interested in the average number of daily births, but
couldnÕt observe data for all of the days. How many days would we need
to observe to get a reasonable estimate? Obviously, if we observed just a
single dayÕs data, we would be seeing a random pick from the histogram
9.4(a), which could be far o" of the true value. (Typically, it would be o"
by about the SD, which is 41.9.) Suppose we sample the data fromn days,
obtaining counts x1, . . . , xn , which average to øx. How far o" might this be?
The normal approximation tells us that a 95% conÞdence interval forµ will
be øx ± 1.96 · 41.9/

√
n. For instance, if n = 10, and we Þnd the mean of

our 10 samples to be 245, then a 95% conÞdence interval will be (229, 271).
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probability of the Binomial variable < 0 or > n .
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If there had been 100 samples, the conÞdence interval would be (237, 253).
Put di"erently, the average of 10 samples will lie within 26 of the true mean
95% of the time, while the average of 100 samples will lie within 8 of the
true mean 95% of the time.

This computation depends uponn being large enough to apply the CLT.
Is it? One way of checking is to perform a simulation: We let a computer
pick 1000 random samples of sizen, compute the means, and then look at
the distribution of those 1000 means. The CLT predicts that they should
have a certain normal distribution, so we can compare them and see. If
n = 1, the result will look exactly like Figure 9.4(a), where the curve in red
is the appropriate normal approximation predicted by the CLT. Of course,
there is no reason why the distribution should be normal forn = 1. We see
that for n = 2 the true distribution is still quite far from normal, but by
n = 10 the normal is already starting to Þt fairly closely, and by n = 100
the Þt has become extremely good.

Suppose we sample 100 days at random. What is the probability that
the total number of births is at least 25500? Let S =

) 100
i =1 X i . Then S

is normally distributed with mean 25100, and SD 41.9
√

100 = 419. We
compute by standardising:

P
#

S > 25500
&

= P
*

S− 25100
419

>
25500− 25100

419

+
= P {Z > 0.95}

whereZ = ( S−25100)/ 419. By the CLT, Z has approximately the standard
normal distribution, so we can look up its probabilities on the table, and see
that P{Z > 0.95} = 1 − P{Z ≤ 0.95} = 0 .171.

Bonus question : S comes in whole number values, so
shouldnÕt we have made the cuto" 25500.5? Or should it
be 25499.5? If we want to answer the question about the
probability that S is strictly bigger than 25500, then the
cuto" should be 25500.5. If we want the probability that
S is strictly bigger than 25500, then the cuto" should be
25499.5. If we donÕt have a speciÞc preference, then 25500
is a reasonable compromise. Of course, in this case, it only
makes a di"erence of about 0.002 in the value of Z, which
is negligible.

This is of course the same as the probability that the average number of
births is at least 255. We could also compute this by reasoning that øX =
S/ 100 is normally distributed with mean 251 and SD 41.9/

√
100 = 4.19.
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Figure 9.4: Normal approximations to averages ofn samples from the Que-
bec birth data.
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Thus,

P
# øX > 255

&
= P

* øX − 251
4.19

>
255− 251

4.19

+
= P {Z > 0.95} ,

which comes out to the same thing.

9.5.2 California incomes

A standard example of a highly skewed distribution Ñ hence a poor can-
didate for applying the CLT Ñ is household income. The mean is much
greater than the median, since there are a small number of extremely high
incomes. It is intuitively clear that the average of incomes must be hard to
predict. Suppose you were sampling 10,000 Americans at random Ñ a very
large sample Ñ whose average income is£30,000. If your sample happens
to include Bill Gates, with annual income of, let us say,£3 billion, then his
income will be ten times as large as the total income of the entire remainder
of the sample. Even if everyone else has zero income, the sample mean will
be at least£300,000. The distribution of the mean will not converge, or will
converge only very slowly, if it can be substantially a"ected by the presence
or absence of a few very high-earning individuals in the sample.

Figure 9.5(a) is a histogram of household incomes, in thousands of US
dollars, in the state of California in 1999, based on the 2000 US census (see
www.census.gov). We have simpliÞed somewhat, since the Þnal category is
Òmore than $200,000Ó, which we have treated as being the range $200,000 to
$300,000. (Remember that histograms are on a density scale, with the area
of a box corresponding to the number of individuals in that range. Thus,
the last three boxes all correspond to about 3.5% of the population, despite
their di"erent heights.) The mean income is about µ = $62, 000, while the
median is $48,000. The SD of the incomes is! = $55, 000.

Figures 9.5(b)Ñ 9.5(f) show the e"ect of averaging 2,5,10,50, and 100
randomly chosen incomes, together with a normal distribution (in green) as
predicted by the CLT, with mean µ and variance ! 2/n . We see that the
convergence takes a little longer than it did with the more balanced birth
data of Figure 9.4 Ñ averaging just 10 incomes is still quite skewed Ñ but
by the time we have reached the average of 100 incomes the match to the
predicted normal distribution is remarkably good.
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9.6 Using the Normal approximation for statisti-
cal inference

There are many implications of the Central Limit Theorem. We can use it
to estimate the probability of obtaining a total of at least 400 in 100 rolls of
a fair six-sided die, for instance, or the probability of a subject in an ESP
experiment, guessing one of four patterns, obtaining 30 correct guesses out
of 100 purely by chance. These were discussed in lecture 6 of the Þrst set
of lectures. It suggests an explanation for why height and weight, and any
other quantity that is a"ected by many small random factors, should end
up being normally distributed.

Here we discuss one crucial application: The CLT allows us to com-
pute normal conÞdence intervals and apply the Z test to data that are not
themselves normally distributed.

9.6.1 An example: Average incomes

Suppose we take a random sample of 400 households in Oxford, and Þnd
that they have an average income of£36,200, with an SD of£26,400. What
can we infer about the average income of all households in Oxford?

Answer : Although the distribution of incomes is not normal Ñ and if
we werenÕt sure of that, we could see from the fact that the SD is not
much smaller than the mean Ñ the average of 400 incomes will be nor-
mally distributed. The SE for the mean is £26400/

√
400 = 1320, so a

95% conÞdence interval for the average income in the population will be
£ 36200± 1.96 · £ 1320 = (£ 33560, £ 38840). A 99% conÞdence interval is
£ 36200± 2.6 · £ 1320 = (£ 32800, £ 39600).
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Histogram of California household income 1999
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(a) n = 1

Averages of  2  California household incomes
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(b) n = 2

Averages of  5  California household incomes
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(c) n = 5

Averages of  10  California household incomes
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(d) n = 10

Averages of  50  California household incomes
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(e) n = 50

Averages of  100  California household incomes
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(f) n = 100

Figure 9.5: Normal approximations to averages ofn samples from the Cal-
ifornia income data. The green curve shows a normal density with meanµ
and variance ! 2/n .


