Lecture 5

Generating functions and
their relatives

Summary: Probability generating function (pgf); Moment generating func-
tion (mgf). Ezxamples of computing generating functions. Uniqueness the-
orem for mgf and cf. Applications to normal distribution. Characteristic

function (cf).
Key concepts: Moment generating functions. Characteristic functions.
Uniqueness theorem.

5.1 Generating functions

Definition 5.1. For X a discrete random variable taking values in {0,1,2, ...},
with P{X = k} = pi, we define the probability generating function
(pgf) as a function gx : [0,1] — [0, 1] defined by

gx(z) =E [ZX] = Zkzk. (5.1)
k=0

Properties of probability generating functions:
(PGF1) gx(1) =1.
(PGF2) gx is infinitely differentiable (in fact, real analytic) on (0, 1).

(PGF3) We may be able to extend gx (analytically) to z > 1. In this case,

. 1/k
sup{z : gx(z) < oo} = kl;n;opk/ .
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5.1. GENERATING FUNCTIONS 88

(PGF4) The k-th derivative gg?)(z) is increasing as a function of z. Its limit is
finite if and only if X has a finite k-th moment, in which case

gP(0) =E[X(X 1)+ (X —j+1)] (5.2)

(PGF5) If X,Y are independent, then gx1y(2) = gx(2)gy(z) for all z € (0, 1).

(PGF6) Uniqueness: If gx(z) = gy (z) for all z € (0,1) (in fact, for z in any
interval), then X =; Y. In other words, distributions are determined
by their generating function.

Note: We write X =; Y to mean that X and Y have the same dis-
tribution; that is, P{X € A} = P{Y € A} for any event A. This is also
sometimes written as £(X) = £(Y), read as “the law of X is the same as
the law of Y”. This terminology is less common nowadays; here the “law”
of a random variable is its distribution, understood as a probability on R,
independent of its instantiation as a random variable.

Properties (PGF1), (PGF2), and (PGF3) are simply properties of power
series with bounded coefficients. Property (PGFE5) follows simply from the
fact that 2% and z¥ are also independent, so

gx+v(2) =E[eX] =E[%2"] =E 2] E["] = gx(2)gv (2)-

The derivative rule (PGF4) is almost obvious. For any fixed K,

K
pkzk] = Z kprz"1t.
0 k=0

Thus, if we can exchange the limit and the derivative (effectively exchanging
two different limits), we get

[e'e) K 0o

~ . d d
D> kppet = lim o [ZW’“] =5 [ZW’“] —d(2).
k=0 k=0 k=0

The same thing works for higher derivatives.

K

d
dz P



5.1. GENERATING FUNCTIONS 89

Caution: Exchanging the order of limits can go badly wrong!
Consider, for instance, the bivariate series a, , = arctan(m/n). For
each fixed m we have lim, o @ = 0, 50 limy, o0 limy o0 @mp = 0
too. On the other hand, for fixed n we have limy, o0 Gmn = 7/2, SO
limy, 00 liMy, 00 @mn = 7/2. In order for it to work, we need some
sort of uniform convergence in both parameters. In this case, it works
as long as > oo kp < 00.

Why? Suppose the sum converges. Then we can pick K such that
> ks x kpi < €, and using the bound |z%—y*| < k|z—y| max{z, y}* !,

d o
> | = |lim 57! (Z pr(z +0)F — ZW’“)

k>K k>K k>K

oo
< lim Z Pk - k (since z and z + § may be assumed < 1)
0—0 eyl

< €.

So by choosing K large enough, we may ignore all but a finite number
of terms.

What about uniqueness? It’s pretty straightforward for generating func-
tions. (Less so, as we will see, for moment generating functions.) After
all, two power series can’t be the same unless all the coefficients are the
same. Formally: Suppose the distribution of X is different from the distri-
bution of Y. Let K be the smallest such that P{X = k} # P{Y = k}. Let
20 < |P{X =k} — P{Y = k}|/2. Then

l9x(20) = gy (z0)l = | (P{X =k} = P{Y = k})z|
k=0

- zgf‘P{X —K}-P{Y =K} + > (P{X =K +j} - P{Y = K+j})zg’

j=1
> 28 [P{X = K} - P{Y = K}| -

<0
1*20

> 0.

Thus gx and gy must be different for z sufficiently close to 0.
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Example 5.1: Poisson pgf

Let X have Poisson(\) distribution. Then

_ 6)\(2_1).

Note that if Y is independent of X and has Poisson(u) distribu-
tion, then

gx+y (2) = gx (2)gy (z) = ePTWE=D)

which is the pgf of a Poisson distribution with parameter A + pu.
Since pgf’s are unique, this proves that X + Y has the Poisson
distribution.

Example 5.2: Binomial pgf

Let X have Binomial(n,p) distribution. X can be thought of as
a sum of n i.i.d. Bernoulli random variables with pgf pz+ (1 —p).
So

px(z) = (1 +p(z—1)".
]

Example 5.3: Sum of random number of i.i.d. random vari-
ables

Let Y = Zf\il X;, where the X; are i.i.d. with pgf gx, and N is
independent of these with pgf gn. Then

gy(z) =E [zy]
- IE[IE [2X XN | N ]
= E[QX(Z)N}

= gn (9x(2))-
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Example 5.4: Galton-Watson Process

Consider the following “branching process”: We start with a
certain number X of individuals in the population. Individual 4
has a random number ¢; of offspring, with P{¢; = k} = pi. The ¢;
are i.i.d. . Thus the number of individuals in generation 1is X; =
Zfiol ;. The same process repeats itself in the next generation,
and so on. Let g(z) be the pgf of the offspring distribution, and
Gr(z) the generating function of X,,. There are X individuals in
generation 1, and each of them has some (independent random)
number of offspring in generation n. The number of offspring
that any of these generation 1 individuals has in generation n
has the same distribution as X,,_;. Thus, we are in the setting
of Example 5.3, and

Gn(z) = g(anl(Z))'

Iterating this, we get G,(z) = g(g(---(g9(z))---)).
Note that g is convex and increasing (since all derivatives are
nonnegative), with g(1) =1 and ¢'(1) = p.

Take Xo = 1. Let e, = P{X,, = 0} be the probability that the
population is extinct in generation n, and let eso = limy,—yo0 €
be the probability that the population is eventually extinct. This
leads to the following facts:

e E[X,] = u", where p = E[X;];
® e is the smallest fixed point of g;

o If 4t <1 then ey = 1 if p > 1 then ey < 1.

We have E[X,,+1] = E[E[X+1|X,]] = E[puX,] = pE[X,,], which
proves the first property.

Assume ¢(0) > 0. (Otherwise the probability of extinction is 0,
since the probability of having no children is 0.) Now observe
that e, = G,(0), so en+1 = g(e,). Let zp be the smallest fixed
point of g. Since g is increasing and eg = 0 < zg, we have e 11 =
g(en) < g(20) = 20, s0 e, can never exceed zp. For 0 < z < 2z,
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5.2. MOMENT GENERATING FUNCTIONS 92

furthermore, we have g(z) > z. Thus eg < e; <ey <---, and e,
must converge to a limit es,. Since ey, must be a fixed point of
g, it follows that e = zg.

We know that 1 is a fixed point of g, and since g is convex it can
hit the line y = x at most twice. If ¢’(1) > 1, then the curve
of g is below the line for z close to 1. Thus there must be a
second intersection with {y = x} in (0,1). On the other hand, if
¢'(1) <1 the curve of g comes into 1 from above the line, so has
no fixed point below 1. W

5.2 Moment generating functions

Definition 5.2. If X is a real-valued random variable, its moment gen-
erating function (or mgf) Mx : R — Ry U {0} is a function defined
by

Mx(t) :==E [¢"]. (5.3)

Note that M x (t) may be oo for all nonzero t. For instance, any distri-
bution with density (k — 1)2=% on [1,00) has no finite mgf. Similarly, the
log-normal distribution has infinite mgf.

5.2.1 Properties of moment generating functions
(MGF1) Mx(0) = 1.
(MGF2) If Y = aX + b for constants a and b, then My (t) = e My (at).

(MGF3) The set of ¢t such that Mx(¢) is finite in an interval that includes 0.
Mx (¢) is finite for some ¢ > 0 if and only if there exists ¢y > 0 and
C > 0 such that P{X > z} < Ce™ 0%,

(MGF4) Suppose Mx(t) < oo for |t| < ty, where tg > 0. Then My is in-

finitely differentiable, and the k-th derivative Mg?) (t) is increasing as
a function of ¢. All moments of X are finite, and

M (0) = E[x*]. (5.4)

(MGF5) —limsup,_,., 2 'InP{|X| > 2} = to := sup{|t| : Mx(t) < co}. We
have tg = oo if and only if lim; oo 27 InP{|X| > 2} = —oc. This is
equivalent to limy,_,, k™ E[| X |¥]/% = 0.
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(MGF6) If X,Y are independent, then M x4y (t) = Mx (t)My () for all ¢ such
that Mx (¢) and My (t) are both finite.

(MGF7) If X and Y are random variables such that for any y,
Mx(t]|Y =y) :=E[e*|Y = y] < oo, then Mx (t) = E[E[Mx(t|Y)]].

(MGF8) Uniqueness: If Mx () = My (t) for all [t| < tg, for some positive ?,
then X =; Y. In other words, distributions are determined by their
moment generating functions.

Property (MGF1) is trivial, as are (MGF6) and (MGET).
For (MGF2),

My(t) -F |:6t(aX+b)} —F [etb . eatX} _ ethX(at).
One direction of (MGF3) is a direct consequence of Markov’s inequality

(see section 5.2.4). For the “if” part, assume P{X > z} < Ce~%%. Then for
0 <t <ty and (3.7),

E [etx] = t/ etx]P’{X > x}dw < C’t/ e~ (o=t gy — .
. . to—t

Property (MGEF4) is essentially the same as (PGF4): Consider the case
where X has a density f. Then

dk dk 0 .
dtkjv[x(t):dtk/_ooe f(x)dz

9] dk .
= P f(x)dz

o
= / e f(x)de,
— 0o
where the second line requires that the convergence of the derivative be uni-
form enough that we can exchange the derivative and the integral. We won’t
go into the details of this, except to say that the fact that ffooo el f (z)dz is
finite for some ¢’ > ¢ is more than enough to guarantee this. It also allows
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us to exchange the limits in the following:

k 00

: d : n tx
%I—%WMX@)_%K% - ale flx)dx

= E[X"].

The Uniqueness Theorem for mgfs is really a consequence of the cor-
responding result for characteristic functions (see section 5.3), which itself
follows from Fourier analysis and the principles layed out in section 6.1. The
proof (which is not part of the syllabus of this course) involves showing that
the cdf of a distribution may be approximated by linear combinations of
expectations of functions of the form e”X. The details may be bound in
section 5.9 of | ].

5.2.2 Behaviour near 0

Property (MGF4) tells us something interesting about the value of the mgf
at t = 0. It will also be important for us to understand the behaviour of the
mgf in a neighbourhood of 0.

Lemma 5.3. Let X be a random variable with E[X]| = 0. Suppose Mx (t)
is finite for |t| < to, for some positive to. Then ast — 0

log Mx (£) = %t? Var(X) + O(&). (5.5)

That is, there are constants C' and € > 0 (depending on the distribution of
X ) such that

1
log M x (t) — §t2 Var(X)| < Ct3 for |t| < e (5.6)

Proof. By property (MGF4), Mx (t) is infinitely differentiable on (—tg, to);
we may assume wlog that ¢y < 1. In particular, then, for t < € :=t;/2, the
third derivative of M is bounded on [—e¢,¢]. Let K = sup, <. MY (t)|/6.
By Taylor’s Theorem, taking 0 is the centre for the series expansion, for all
t <,

1 1
Mx (t) = Mx (0) + My (0)t + §M’)’((0)t2 + émgfg(s)ﬁ,
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where s € [—¢, €]. We know that

We also have the Taylor expansion for log(1 + z) around x = 0 yielding
log(1+4z) =z + &(x),

where the error term &(x) is bounded by x3/2(1 — |z])? < 222 if we take

2| < 3. Thus

2 1
logMx (t) = log (1 + %tQ + GM%(s)t?’)

2
0"~ 2 /
= —t*4+ &
2 ey

where the error term &’ is bounded by
1 " 3 02 2 3 3
where C' depends only on K and o. O

5.2.3 Examples
Bernoulli and binomial

Let X; be i.i.d. random variables with P{X; = 1} =1 —-P{X; =0} = p. Let
S = Z?:l Xi. Then

Mx(t) =pe' + (1—p) =1+p(e' —1).
The mgf for the binomial(n, p) distribution is
Ms(t) = (1+p(e" = 1)),

Uniform random variable

Let U be uniformly distributed on (a, ). Then

I 1
M (1) = utd — bt _at )
u(t) b—a/ae " t(b—a)(e 6)
In particular, if b= 1 and a = —1 then My (¢) = ()" !sinh(¢).
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Exponential random variable
Let X be exponentially distributed, with parameter A\. Then for t < A,

0 A
Mx (t :/ e Mty =
(t) ; 3

Gamma distribution

Let X have density f(z) = F)E:”) 2" 1e=%_ Then for t < ),

oo r
AT r—1_(t—N)z A
t) = = _ .
Mx(®) /0 I'(r) cor At

Uniqueness of mgf’s then shows immediately that the sum of independent
gamma-distributed random variables with the same A is also gamma dis-
tributed.

Normal distribution

Let X be a M(u,0?) random variable. Since the tails fall off faster than
exponentially, the mgf exists for all ¢. Then X = ¢Z + u, where Z is
standard normal. We have

My(t) = / el \%e‘zQ/de
o0 T

L 2 /OO —(a—1)2/2
= ——c¢ e dz
v 2T o

2
_ 22

Thus, by (MGF2) My (t) = ett+o*#/2,

In lecture 7 we will see that sums of i.i.d. random variables, properly
normalised, converge to a normal distribution. Is it possible to add a finite
number of non-normal random variables to get a normally distributed ran-
dom variable? Suppose it were possible. Suppose Xi,..., X, are i.i.d. , and
X1+ -+ X, has standard normal distribution. Let M x be the mgf of the
X;. It must be finite for all £, so we have

My (t)" = et’/2.

But then My (t) = et?/2n By uniqueness, X also has normal distribution.
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5.2.4 Tail bounds from moment generating functions

One of the most important applications of moment generating functions is
to derive exponential tail bounds. Quite often we are interested in showing
that a certain random variable has a “small enough” probability of exceeding
a certain threshold. We can use Chebyshev’s inequality, but then the bound
on P{X > t} only declines like t~2. When we have sums of independent
random variables, we expect the tails to fall of like a normal cdf; that is, like
e*t2; that is, very rapidly indeed. There are moment bounds (see Example
3.4), but these can be hard to compute, and you don’t know which one
to use. But then, once you have all the moments, you have a moment
generating function (except: see Example 5.6), and you can put all the
moments together into one much better (because exponential) bound.
The principle is, the bigger the function g for which you can calculate
(or estimate) E[g(X)], the better the tail bounds you can get on X.
By a direct application of Markov’s inequality, when t is positive,
tX tx E[etx] —tx
for all z, P{X >z} =P{e"* >} < ——— = ""Mx(t). (5.7)

etx

This is sometimes called Chernoff’s bound.

Example 5.5: Tail bounds for sums of i.i.d. uniform

Let Uy,...,U, be iid. uniformly distributed on (—1,1). Let
Z = Ui+ ---+Uy,)/n. Find a bound for P{|Z| > z}.

Solution: We know from section 5.2.3 that Z has mgf

My () = My (t/n)" = (fl) b .

Thus, we have for all real ¢,

P{Z >z} < (Z) - sinh”(t/n) - e 2.

We could compute this numerically, but we can also use the

bound
3 5

smht—t—kﬁ—i—ﬁ—l—---gte’ .
So we have
IP’{Z > z} < et’/6n—tz,
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This holds for every t. If we choose t = 3zn (chosen to minimise
the bound), we get the bound

P{Z>:} <e 75",
The Chebyshev bound, on the other hand, would be merely

Var(Z) 1
22 322n]

P{Z >z} <

using the fact that E[Z] = 0 and Var(Z) = n~! Var(U) = 1/3n.
]

5.2.5 Uniqueness

(The remainder of this section is conceptually important, but not exam-
inable.) Random variables X and Y have the same distribution when
Elg(X)] = E[g(Y)] for any bounded function g. Why? If the distribu-
tions are the same, they must give the same expectations. But if they give
the same expectations, that holds in particular for ¢ = 14 for any A C R
— that is, they assign the same probabilities to all possible events.

But this allows us a significant amount of freedom. We already know
that distributions may be defined by cdfs. That is, equality of distributions
follows if E[g(X)] = E[g(Y")] just for functions of the form g = 1(_ ;). It
turns out that there are lots of other classes of functions that could be used
to define distributions. The basic rule is:

A class of functions §G is sufficient to prove identity of distri-
butions (that is, the uniqueness theorem holds: X and Y have
the same distribution if and only if E[g(X)] = E[g(Y)] for all g € §
when all bounded continuous functions may be uniformly approx-
imated on bounded intervals by linear combinations of elements
of G, where the linear combination is itself bounded.

Why? Consider any bounded function g, and suppose we have g, linear
combinations of elements of § with sup|g,| < M and sup_, <<, |g(z) —
gn(x)| < 1/n for all n. By linearity of expectations, E[g,(X)] = E[g,(Y)].
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Then by the triangle inequality

|E[g(X)] - E[g(Y)]] < |E[g(X)] — Elgn(X)]] + |Elgn(X)] — Elgn(Y)]| + [Elgn(¥)] - Elg(V)]]
= [Elg(X)] = Elgn(X)]] + |[Elgn (Y)] — E[g(Y)]|
<2 sup |g(z) = gn(2)| +2 sup (|gn(@)] + lg(2))P{X]| > n}

x€[—n,n] |z|>n

2
< E+MP{‘X| >n}

n—0o0

— 0.

Since this is true for all n, it follows that E[g(X)] = E[g(Y)].

So we know E[g(X)] = E[g(Y)] for bounded continuous functions g.
Why does that imply equality of distributions? If distributions are equal
then this equality of expectations should hold for all functions ¢ — or, at
least, all g for which the expectation makes sense, a class of functions that
we are not being very careful about defining here. In particular, we want
equality to hold for indicators of events, so that P{X € A} =P{Y € A} for
events A. Let’s consider this problem for A = [a,b]. Suppose we know that
E[g(X)] = E[g(Y)] for all bounded continuous g. Define

,

0 if x <a,

n(x—a) fa<z<a+i,
ho(z) = {1 fat+i<z<b-1

nb—z) ifb—L<az<b,

0 ifz>0b.

Then
Lat1/mp—1/n < hn(2) < Ligy;
but since h,, is continuous, E[h,(X)] = E[h,(Y")]. Thus
[P{a < X <0} —P{a <Y < b}| = [E[L 4(X)] — E[Lg(Y)]]
= |E[L105)(X)] = E[hn (X)] + Elhn(X)] = Elhn (V)] + E[hn(Y)] — E[1,

1 1 1
§P{a<X<a+orb—<X<b}+IP{a<X<a+0rb—
n n n

n—oo

— 0

Thus, the difference must be 0.
What classes of functions work? Some examples:
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e Indicators of intervals (whose linear combinations are called simple
functions; if you follow the Integration course you learn that continu-
ous functions may be uniformly approximated by simple functions);

e Smooth functions with bounded derivative;

e Sines and cosines (this is Fourier analysis): Hence functions of the
form g(z) = €l®.

e Polynomials? Not quite. Continuous functions may be uniformly ap-
proximated by polynomials, but the approximations won’t stay bounded.
We need some control over the tails of the distributions, as described
in section 5.2.6

5.2.6 Uniqueness and moments

In thinking about the uniqueness property, we do best to think of the mgf
as one slice of a complex function. The restriction to the real axis is the
mgf, while the restriction to the imaginary axis is the characteristic function.
From the definition, it is clear that if the mgf exists in an interval around 0,
then the power series has positive radius of convergence. Thus, the function
is analytic on a disk, so they must agree anywhere that they can be analyti-
cally continued to. In particular, this includes a strip around the imaginary
axis, so characteristic functions exist and are equal. Thus, uniqueness for
the mgf is equivalent to uniqueness for the characteristic function.

This means that the distribution of a random variable is determined by
its mgf. Of course, the mgf is determined by the moments. The following
may then seem like a reasonable conclusion: Let X and Y be random vari-
ables which have finite moments of all orders, with E[X*] = E[Y'*] for all k.
Then X and Y have the same distribution.

This is not true!

Example 5.6: Equal moments don’t imply equal distribu-
tion
Let X be a log-normal distributed random variable, with density
fx(z) = (27r)_1/2x_16_%1n2”" for x > 0.
Let Y be a random variable with density

fr(y) = fx(y) (1 +sin(2rlny)) for y > 0.
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For any k > 0, we have (substituting Iny =t = s + k),

> V2
/ yF Fx(y) sin(2m lny)dy = Yoe™ 2 sin(2rt)dt
0

I
mk2/2 /OO

e 2 sin(27s)ds
e

—00

=0,

by symmetry. Thus E[X*] = E[Y*] for all k, but the distribu-
tions are clearly different. (This is from section VIL.3 of | 1)

What went wrong? The tails of the density fall off faster than
any polynomial — hence the finiteness of moments of all orders
— but slower than any exponential. Thus Mx (¢) = oo for all

t > 0. In fact, it is a theorem that a distribution is determined by

its moments p,, = E[X"] precisely when ) ,u;nl 2 _ 00, which

is pretty close to saying that ui/ " doesn’t increase faster than
linearly in n. W

5.3 Characteristic functions

For most mathematical purposes characteristic functions are the most natu-
ral generating function-type objects for using with continuous random vari-
ables. In this course we will not go much beyond the definition. . .

Definition 5.4. If X is a real-valued random variable, its characteristic
function ¢x is defined to be

¢x(p) :==E [e¥] = E [cos(uX)] + E [isin(uX)]. (5.8)

5.4 Properties of characteristic functions
) ¢x(0) =1.
CF2) If Y = aX + b for constants a and b, then ¢y (t) = e?* My (at).
) ¢x(t) exists and is finite for all ¢.
)

If X,Y are independent, then ¢x1y(t) = ¢x(t)py(t) for all ¢ such
that ¢x(t) and ¢y (t) are both finite.
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(CF5) If X and Y are random variables such that for any y, ¢x(¢t|Y =y) =
E[e'* | Y = y] < oo, then ¢x(t) = E[E[px(t | Y)]].

(CF6) Uniqueness: If ¢x(t) = ¢y (t) for all t € (a,b), for some positive
a < b, then X =; Y. In other words, distributions are determined by
their characteristic functions.

Characteristic functions are mathematically more natural objects, in
many respects, than moment generating functions. They have the advantage
of existing for all £. Of course, they form part of the same complex function;
as long as the mgf is finite for a given ¢ and —t, the radius of convergence
is at least ¢, so the characteristic function will be just be the same function
with it substituted for t.



Lecture 6

Limit theorems in
probability I

Summary: Strong and weak convergence of random variables. Convergence
in distribution. Continuity theorems. Convergence in probability. Weak law
of large numbers. Convergence in mean square.

Key concepts: Convergence in probability, convergence in distribution,
convergence in mean square. Weak law of large numbers.

Fundamentally, there are two kinds of convergence in probability theory:

e Strong convergence: This is a random version of your usual defi-
nition of convergence of sequences. Given a probability space (£, P),
and random variables X1, Xo, -+ :  — R, and another random vari-
able Y : Q — R — so all the random variables live on the same space
) — we say that X; — Y strongly or almost surely if

P{lim X; =Y} =1. (6.1)

1—00

1—00
This is sometimes written X; —— Y a.s.

e Weak convergence: This is a more abstract — and fundamentally
new — concept of convergence of probability distributions, seen as a
sequence of elements in a metric space of all probability distributions.
Given probability spaces (£2;, P;) and random variables X; : ; — R,
and another random variable Y : ) — R, we say that X; converges to
Y weakly or in distribution if

lim P{X; € A} =P{Y € A} (6.2)

1—00
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for a sufficient collection of subsets A C R. We write this as X; L_Eo—m
Y or X; —5, Y.
We are being deliberately vague about what sets are allowed in the def-
inition of convergence in distribution. The details are in section 6.1.
Note that strong convergence is fundamentally about random variables
— it is crucial how they are realised as functions on a particular probability
space — whereas weak convergence refers only to their distributions. We
can talk about convergence of probability distributions with no reference to
random variables. Of course, they may happen to conveniently be repre-
sented on the same probability space — all the (€2;, P;) may be the same —
in which case it becomes possible to talk about comparing weak and strong
convergence.

6.1 Convergence in distribution

What sets can be used as the A in the definition of convergence in distribu-
tion? We begin by showing by some examples that we have a problem if we
demand that the convergence of (6.2) should hold for all events A.

Example 6.1: Discrete approximations

Let &1,&,... be ii.d. random variables taking on the values 0
and 1 each with probability %, and define

X, = Zn: 27,
=1

The sequence (X,,) is a Cauchy sequence, since | X, — X,,,| < 27V
whenever m,n > N. Thus Y := lim,_.,, X,, always exists. It’s
not hard to see that ¥ must have the uniform distribution on
[0, 1], since its probability of being in any interval [¢- 27, (q +
1)27F) is 27,

Intuitively, it also seems clear that X,, ought to converge in distri-
bution to the uniform distribution. But (6.2) will not be satisfied
for all possible A. For instance, if we take

A= {Q%forkeN, andqu,l,...,2k—1},
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then P{X,, € A} = 1 for all n, but P{Y € A} = 0, since A
comprises only a countable number of points. W

Example 6.2: Deterministic convergence to a point mass

Let X; be the random variable that takes on the value 1/i with
probability 1, and Y the random variable that takes on the value
0 with probability 1. Then it seems reasonable to suppose that

X; i.o—m Y. But if we take A to be the set {0}, or the interval
(=00, 0], we see that P{X; € A} =0 forall 7, but P{Y € A} = 1.
[ |

We clearly run into problems when we try to define convergence of ran-
dom variables in terms of a set whose boundary is a discontinuity point of
the limit random variable. This leads us to the following definition:

Definition 6.1. Let X1, X5, ... andY be random variables, with cumulative
distribution functions Fy, Fy, ... and Fy. We say that the random variables
X, converge to Y in distribution if lim,_ o F(x) = Foo(x) for all x at

which Fs 1s continuous.

n—oo
It is then obvious that when Y is a continuous random variable, X,, ——4

Y if and only if P{X,, € A} = P{Y € A} for any interval A.

As we already discussed in section t turns out that thinking about con-
vergence in terms of convergence of probabilities isn’t the best approach —
it leads to these awkward problems of continuity. These can be dealt with,
but a better way of thinking about convergence is to think of the probability
P{X; € A} as being the expectation of the indicator set: E[f(X;)] where
f=14.

Once we do that, we see that there are a lot of different classes of sets we
can use that are mathematically more convenient. The important principle

is: X, converges to Y in distribution if E[f(X,)] I, E[f(Y)] for enough
functions f. What’s enough? The more we can restrict the required class of
functions, the easier it becomes to prove convergence.

The basic principle is the same as in section : a class § of bounded
functions is sufficient if you can approximate all the indicators of intervals
uniformly by functions in §. Of course, if G is sufficient, and G is another
class that can approximate all functions of G, then G’ is sufficient. It’s also
much better to work with classes of continuous functions, since that avoids
the problem of worrying about where the distributions are continuous.
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Think of it this way: Suppose E[F(X,,)] I, E[F(Y)] for any F' € &,
and for any bounded continuous G and any real numbers K and € > 0 there
is some F' € J such that

u sup |F(z) —G(z)| <e.
|z|<K

If X;, and Y were never bigger than K, then this would clearly that E[G(X,)] i
E[G(Y)]. But by choosing K big enough we can make the probabilities of
these problematic events P{|X,,| > K} and P{|Y| > K} as small as we like.

Fact 6.2. Let X1, X5,... and Y be random variables, with cumulative dis-
tribution functions Fy, Fy, ... and F. The following are equivalent:

o limy, o0 Fiu(x) = Foo(x) for all x at which Fy is continuous.

o lim, oo P{X,, € (—o0,z|} =P{Y € (—o0,z|} as long as P{Y =z} =
0.

o lim, oo E[f(Xy)] = E[f(Y)] when f is a function of the form 1(_o 4
for some real number x with P{Y =z} = 0.

o lim, o E[f(X,)] = E[f(Y)] for any bounded continuous f : R — R.
o lim, o E[f(X,,)] = E[f(Y)] where f is a function of the form f(x) =

e for any t in some neighbourhood of 0.
o lim, o E[f(X,,)] = E[f(Y)] where f is a function of the form f(x) =
e for any real t.

Other possible classes of functions which can define convergence in distri-
bution are the smooth functions, the differentiable functions, the Lipschitz
functions, and so on.

Example 6.3: Convergence to a discrete distribution

Let X,, be a random variable that takes on the values 1/n and
—

1—1/n with probabilities p and 1 —p. Show that X, Bm X,

where X is a Bernoulli random variable with parameter p.

Solution: The cdfs of X and X,, are

0 ifx<0, 0 ifz<1/n,
Fx(x)=<p if0<z<1, Fx,(z)=q¢p ifl/n<z<1-1/n,
1 ifl1<g; 1 ifl—-1/n<ux.
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The continuity points of Fx are all points other than 0 and
1. If x < 0 then Fx(x) = Fx,(x) = 0 for all n; similarly, if
x > 1 then Fx(x) = Fx,(x) = 1 foralln. If 0 < 2 < 1,
let € = min{x,1 — x}. Then for any n > 1/¢, Fx(xz) = p, so
lim, o Fx, () = Fx(z) = p.

Note that for all n, Fix, (0) = 0, whereas Fx(0) = p, so there is
no convergence of cdfs at this discontinuity point z = 0.

We could also show directly that E[f(X,,)] o, E[f(X)] for
any bounded continuous f. Since f is continuous, f(0) = lim,_,~ f(1/n)
and f(1) = lim, 0 f(1 —1/n). Thus

E[f(Xn)] = pf (1/n)+(1—=p) f(1=1/n) —— pf(0)+(1—p) f(1) = E[f(X)].

Note that this demonstration is actually somewhat more straight-
forward than the one based on cdfs. B

Example 6.4: Convergence to a discrete distribution

Let X,, be a random variable that takes on the values 0 and 1

ﬁ
with probabilities p—p/n and 1 —p+p/n. Show that X, L.im
X, where X is a Bernoulli random variable with parameter p.

Solution: The cdfs of X and X,, are

0 ifz<0, 0 if 2 <0,
Fx(z)=<¢p if0<uz<1, Fx,(x)=4q¢p—p/n if0<z<]1,
1 if1<a 1 i1 <z

The continuity points of Fx are all points other than 0 and 1.
If © < 0 then Fx(z) = Fx, () = 0 for all n; similarly, if x > 1
then Fx(z) = Fx, (x) =1 for all n. If 0 < x < 1 then

p n—oo
Fx,(z) =p— P Fx(x).

n—o0

Note that in this case F,, (0) = p—p/n —— Fx(0), so in fact
we have convergence at all points at all points.
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We could also show directly that E[f(X,,)] o, E[f(X)] for
any bounded continuous f. Since f is continuous, f(0) = lim,_,~ f(1/n)
and f(1) = lim, 0 f(1 —1/n). Thus

n—o0

Ef (Xn)] = (p=p/n) f(0)+(1=p+p/n) f(1) —— pf(0)+(1-p)f(1) = E[f(X)].

Note that in this case convergence holds for all f, not just con-
tinuous. M

Note the basic principle in the above two examples: X,, converges to X
in distribution if they take on the same values with similar probabilities, or
similar values with the same probabilities — or some combination of these,
of course.

Example 6.5: Discrete approximations, continued

Let &1,&,... be i.i.d. random variables taking on the values 0
and 1 each with probability %, and define

n
Xn =) 27,
=1

Show that X, converges in distribution to a uniform distribution.

Solution: Since the cdf of the uniform distribution is continu-
ous, this means we need to show that lim, . P{X,, < t} =t
for t € (0,1). Let t = 0.b1b2 ... be the binary representation of
t; that is, t = > 2, b;2~¢, where b; = 0 or 1. (In order to make
this unique, we specify that a terminating expansion ends with
all 0’s, rather than all 1’s.)

Let N be a random variable, defined to be
N :=min{i : b; # &}

That is, it is the first place in the binary expansion where X and
t disagree. Note that each &; has probability 1/2 of matching b;,
so N has geometric distribution with parameter 1/2. Of course,
if they disagree first at a place where by = 0, then X is bigger;
if by = 1 and &y = 0 then X is smaller. And if N > n then
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X, <t anyway. So

P{X,<t}=P{N>n}+ > P{N=n}
1<i<n:bj=1

SO

IP{X, <t} —t = ’2*” -3 mel<2r

i=n+1

6.2 The Continuity Theorem for mgfs

The last two conditions are particularly useful, so we state them as a theo-
rem.

Theorem 6.3 (Continuity Theorem). Let X1, Xa,... be random variables
with moment generating functions My, Ma, ... defined in an interval [—to, to],
and Y a random variable with mgf My defined in the same interval. Then

n—oo
X, —— Y in distribution if and only if

lim M, (t) = My (t) for all t € [—to, to].

n—oo
The same holds true with characteristic function in place of the moment
generating function.

This may seem surprising — we can check convergence of expectations
for all bounded continuous f just by checking the exponential functions —
but this is quite similar to the fact discussed in Lecture 5 that a distribution
is determined entirely by its moment generating function or characteristic
function.

6.3 Convergence in probability

Another important notion of convergence that lies between strong and weak
convergence is called convergence in probability. This is like strong
convergence in that it requires that the random variables Y and (X;)32,
live on the same probability space, but like weak convergence in that the
convergence need not be along paths.
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Definition 6.4. We say that the random variables X; : 2 — R converge in
probability to the random variable Y : Q — R if

lim P{|X; — Y| > €} =0 for all € > 0. (6.3)
1—00
Equivalently,
Ve > 03n s.t. P{|X; — Y| > €} <e foralli>n. (6.4)

Theorem 6.5. If X; converges in probability to X, then X; converges in
distribution to X.

Proof. We begin by noting the trivial fact that then
X+|Xn_X’2XnZX_‘Xn_X|‘

Fix any x € R where the cdf Fx is continuous, and choose ¢ > 0. Then
whenever X > x + € and |X,, — X| < ¢, it must be that X,, > e. Thus

Fx,(z) =P{X, <z}
<P{X<z+e or |X,—X|>e}
<P{X <z+e}+P{X,— X|> e}

n—oo

T Fx(a +e).

Similarly,
1 - Fx,(z) =P{X, >z}
<P{X >z—¢ or |X,—X|>¢€}
n—oo
—— 1— Fx(xz —e).
Thus

Fx(z —¢€) < lim Fy,(z) < Fx(z +¢).

n—o0

6.4 Law of large numbers

The expectation of a random variable X is the average value of all values
that the random variable can take on, weighted by the probability of having
each value. You might then expect that we can get close to the expectation
by averaging many different samples of X. Formal mathematical statements
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of this idea are called “laws of large numbers”. There are two basic versions:
the Weak Law of Large Numbers (WLLN — this says the average will be
close to the expectation with high probability) and the Strong Law of Large
Numbers (SLLN — this says that as we take more and more samples, the
means converge to the expectation). Only the weak law is included in the
syllabus of this course.

6.4.1 Weak Law of Large Numbers

Theorem 6.6. Let X1, Xo,... be i.i.d. random variables with expectation
w and finite variance. Then the means Sy := n_l(Xl + -+ X,) converge
i probability to p.

Proof. Let 02 be the variance of X;. Then

E[S,] =n~" ZE[}Q] =,

n 2
Var(S,) = n 2y Var(X;) = % by (3.14).
=1

Applying Chebyshev’s inequality, for any € > 0

Var (S _,0?
which goes to 0 as n — 0o, no matter what € is. O

Note that we have actually proved a result that is stronger than the
statement of the theorem in two ways: First, we didn’t really use indepen-
dence, only the fact that the X; are uncorrelated. Second, we didn’t just
prove the asymptotic result, that S, converges to u eventually, we actually
have a bound on the probability of |S,, — p| being bigger than e.

In fact, the WLLN still holds even if the covariances are nonzero, as long
as the covariance between X; and X, goes to 0 as 7 and j get far apart. We
leave this as an exercise.

The WLLN even still holds if X; has infinite variance, just as long as the
expectation is finite; but in this case we may not have any general bound
on the tail probabilities.
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6.5 Convergence in mean square

n—00 E—oo
If X,, ——4 X, does it follow that E[X,] —— [X]? No: Consider the
random variable X, taking on the values 0 and n, with probabilities 1 —1/n
and 1/n respectively, and X = 0. Then

0 if z <0,
P{X,<z}=q1-21 ifo<az<n,
1 if £ > n,

which converges to 0 for z < 0 and 1 for z > 0. So X, md X, but
E[X,] = 1 for each n, so it doesn’t converge to 0 = E[X]. In fact, X,
converges to X in probability, since P{|X,, — X| > ¢} = 1/n for € € (0, 1).
We introduce a stronger version of convergence in probability, which does
imply convergence of expectations and variances.
Definition 6.7. We say that a sequence of random variables X,, converges
in mean square to a random variable X (all defined on the same probability
space) if
lim E[(X, — X)*] =0. (6.5)
n—oo

Fact 6.8. If X,, converge to X in mean square then
o X, converge to X in probability;
o if E[X] < oo then lim, o E[X,] = E[X];
e if E[X?] < oo then lim,,_,, Var(X,) = Var(X).

Proof. The first part is left as an exercise.
We have (by property (E7) of expectations)

< E[(Xn - X)?]

(Remember: For any random variable Z we have E[Z?] —E[Z]? = Var(Z) >
0, so E[Z] < E[Z?]'/2.) Similarly,
|E[X72] — E[X?)||E[(Xn — X)* 4+ 2X (X, — X)]|
<E[(X, - X)*] + 2E[X*)/?E[(X, — X)?]

n—oo

— 0

1/2 n—oo

1/2

by the Cauchy-Schwarz inequality (3.9). O
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6.6 Strong convergence

(This section is not examinable. For more discussion, see section 7.6 of

[G501].)

6.6.1 Convergence in probability doesn’t imply strong con-
vergence

As we will discuss in section 6.6.3, strong convergence implies weak conver-
gence. That the converse is not true is obvious, since the random variables
need not even be defined on the same space, but it may not be obvious how
strong convergence can fail when random variables converge in probability.
The point is that convergence in probability implies that the exceptional set
— the set of outcomes w €  where | X,, — X| is big (bigger than €) — gets
small for large n, but it could still be that every w keeps coming back into
that set, at longer and longer intervals. A simple example is the following:
Let X,, be independent random variables taking on the values 0 and 1, with
P{X, = 1} = 1/n and X the random variable that is 0 always. It’s clear

that X, ———>p 0, since for any 0 < € < 1 we have P{|X,, — 0| > ¢} = 1/n.
But lim,_, X, = X only if X, is eventually 0; that is, there exists N such
that X,, =0 for all n > N. Let By be the event {X,, =0 for all n > N}. If
X (w) converges to X (w) then w must be in one of the events By. Thus the
event {X,, converges} is contained in B; U By U ---. But by independence

P(By) =P{Xy = Xn41 = =0}

= ﬁ P{X, =0}
n=N

K
= lim <1 — 1)
K—oo n
=N

Since the By all have probability 0, their union has probability 0 as well.

6.6.2 Strong Law of Large Numbers

As long as the random variables are i.i.d. and have finite variance, the prob-
lem described in section 6.6.1 cannot arise: The means really do converge
to the expectation pointwise, not just in probability.
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Theorem 6.9. Let X1, Xs,... be i.i.d. random variables with E[X;] = p
and E[X?] < oo, and S, = n"Y (X1 + -+ + X,,). Then with probability 1,
limy, 00 Sn = .

For the strong law, in contrast to the weak law, existence of finite ex-
pectations is not enough. We need finite variance. Independent also cannot
be replaced by uncorrelated.

6.6.3 Strong convergence is stronger than weak convergence

Our main theoretical concern in the coming lectures is weak convergence, on
which the most important results are the Weak Law of Large Numbers
and the Central Limit Theorem. But it is important to understand
the difference between the two definitions. As already mentioned, weak
convergence is defined in a broader context than strong convergence.

Fact 6.10. If X, X, : Q — R are random variables defined on the same

— —
probability space, with X, 27 X almost surely, then X, T X i
probability.

Proof. Choose any € > 0. We need to show that lim,,_,o P{|X,, — X| > €} =
0. We know that for every' w € Q,

lim X, (w) = X(w),

n— oo

which means that there is a random N = N(w) such that | X, — X| < € for
all n > N. Thus
P{|X, — X| > e} <P{N > n}.

Note that the events {IN > n} are decreasing events, so by the Monotone
Event Lemma (Lemma 1.1)

Tim P{|X,~X| > ¢} < lim P(N >n} = ]P’(ﬁ (N> n}) = P{N = 0} = 0.

n=1

O]

! Actually, there could be an event with probability 0 of w such that Xn(w) doesn’t
converge; but we can simply throw out this null set.



Lecture 7

Limit theorems in
probability II: The central
limit theorem

7.1 The Central Limit Theorem

It would be hard to overestimate the importance of the normal approxima-
tion in probability theory. It is a crucial tool, its proofs and extensions have
inspired the development of much of the theory over a century or more, and
as an archetypal result it inspires a vast range of other approximation and
convergence theorems.

In a certain sense elementary probability theory can seem almost vacu-
ous: It tells us how to compute probabilities from other probabilities, but
up until this point distributions have been almost arbitrary. The Central
Limit Theorem (CLT) tells us to expect a single 2-parameter family of dis-
tributions to be applicable to a huge range of problems: Essentially, any
problem where the quantity of interest is a sum (or average) of a large num-
ber of small independent pieces. Applications include measurement errors;
biological variation of measures like height, weight, and intelligence; varia-
tion of the means in statistical samples; counts of random defects in items
coming off an assembly line. Two of the most important discrete distribu-
tions that you have learned, the binomial and Poisson, turn out to be well
approximated by normal distributions when the parameters get large.

Let X1,..., X, be random variables and S,, = X1+ - -+ X,,. Obviously
this is too general to say anything about the distribution of S, but heuris-
tically S, will always be approximately normal if the following conditions

115
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hold:
e Most pairs X;, X; are approximately independent;

e No individual X; contributes too much to the sum. This may be
expressed by saying the tails of the X; are not too fat. It suffices to
have a moderate-sized bound on the third moments E[|X;|3], while a
bound on E[X?] isn’t quite enough, unless the distributions are the
same.

To make a theorem out of this heuristic we will need to impose some
precise conditions. In section 7?7 we will describe some more general ver-
sions of the CLT. These are not an examinable part of the course, but it is
important to understand that the CLT is not simply the particular result
that we prove here, but is a general principle that holds in great generality.

We will assume that n is large, that the random variables X; are i.i.d.,
and that they have finite variance. If u = E[X;] and 02 = Var(X;) then
E[S,] = nu and Var(S,) = no?, so the relevant normal distribution is
N(npu,no?). (This is part of the heuristic of the CLT: We start by having
reason to think that a sum is approximately normal. Then it is a matter of
deciding which normal distribution it is, which is a matter of computing the
expectation and variance.)

We will express our theorem slightly differently. The easiest way to make
a mathematically precise statement is not in terms of approximation, but in
terms of convergence in distribution. We can’t formulate this if the means
and variances are growing with n. Instead, we normalise’ — subtracting the
mean and dividing by the SD to make a random variable with expectation
0 and variance 1. Thus Y, := (S, — nu)/oy/n should be approximately
standard normal for each n, and we can have Y, converging in distribution.

Theorem 7.1 (Central Limit Theorem). Let X1, Xa,... be a sequence of
i.i.d. random variables with expectation p and variance o?. Let

X4+ Xy —np
N ov/n )

Then Y, converges in distribution to N(0,1).

Y, : (7.1)

! Apologies for two completely different uses of the concept normalin a single paragraph.
“Normal” here does not refer to the normal distribution, but to the generic sense of
“normalise” by which we mean to bring something into a standard shape and size.



7.2. BASIC APPLICATIONS OF THE CLT 117

The conclusion of the CLT may be described in different ways. Writing
o(z) = \/%6_22/2 for the standard normal density, and ®(z) = f_zoo o(y)dy
for the standard normal cdf, we have

: . ‘
T}LIQOP{YTL <z} =9(2);

lim P{npu+aocy/n < X1+ -+ X, <np+boyn} = ®(b) — ®(a);

n—oo

For bounded continuous F, lim E[F(Y,)] :/ F(2)¢(2)dz.

n—00 oo

This theorem will be proved in Lecture 8. In this lecture we will interpret
the theorem and show some of the ways it is applied.

7.2 Basic applications of the CLT

7.2.1 The Normal approximation to the Binomial

An important special case is when we take X; to be 0 or 1 with probability
p or 1 — p respectively — the indicators of Bernoulli trials. Then S, :=
X1+ -+ + X, is the number of successes in n trials, which has Binomial
distribution with parameters (n,p).

Sy has expectation np and variance np(1 — p). The CLT then implies
that Bin(n,p) ~ N(np,np(1 — p)) for large values of n. Note that S, /n is
the proportion of successes in n trials, and this has approximately N(p, p(1—
p)/n) distribution. In other words, the observed proportion will be close to
p, but will be off by a small multiple of the SD, which shrinks as o/\/n,
where o = /p(1 — p).

How large does n need to be? As in the case of the Poisson distribu-
tion, discussed in section 7.2.3, a minimum requirement is that the mean be
substantially larger than the SD; in other words, np > \/np(1 — p), so that
n > 1/p. (The condition is symmetric, so we also need n > 1/(1—p).) This
fits with our rule of thumb that n needs to be bigger when the distribution
of X is skewed, which is the case when p is close to 0 or 1.

In Figure 7.1 we see that when p = 0.5 the normal approximation is
quite good, even when n is only 10; on the other hand, when p = 0.1 we
have a good normal approximation when n = 100, but not when n is 25.
(Note, by the way, that Binom(25,0.1) is approximately Po(2.5), so this is
closely related to the observations we made in section 7.2.3.

We then have the normal approximation for the binomial distribution:



7.2. BASIC APPLICATIONS OF THE CLT 118

04

00 01 02 03 04

|
z

04
|

03
|

|
0.1

0.00 0.05 0.10 0.15 0.20 0.25
0.2
|

0.0

0.15
|
|

0.20
|

0.10
|

0.10
|

0.00
0.00

0.08 0.12
| |

0.04
|

0.00 002 004 006 0.08
|

0.00

35 40 45 50 55 60 65 5 10 15

(g) p=0.5,n=100 (h) p=0.1,n = 100

Figure 7.1: Normal approximations to Binom(n, p). Shaded region is the implied approximate
probability of the Binomial variable < 0 or > n.
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b
lim P{np + ay/np(1 —p) < S, < np+by/np(l —p)} = / 1 7212,
n—00 o V21
(7.2)
For example, Figure 7.2 compares a Bin(300, 0.5) and a N(150, 75)
which both have the same mean and variance. The figure shows that the
distributions are very similar.

Bin(300, 0.5) N(150, 75)
<
| o
o
(a8}
| S |
=
2
i T S |
® o
i o
d
] 8 ]
I I I I I I d I I I I I I
100 120 140 160 180 200 100 120 140 160 180 200
X X

Figure 7.2: Comparison of a Bin(300, 0.5) and a N(150, 75) distribution

In general,
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If X ~ Bin(n, p) then

po= np

02 = npg where ¢=1-p.

For large n and p not too small or too large
X~ N(np,npq)

Rule of thumb: n > 5/min{p,1 — p}. (This makes the ex-
pectation bigger than about 3 times the SD.)

7.2.2 Continuity correction

Suppose X ~Bin(12, 0.5) what is P(4 < X <7)?7
For this distribution we have

uw = np==6
o2 = npg=3
So we can use a N(6, 3) distribution as an approximation.

Unfortunately, it’s not quite so simple. We have to take into account the
fact that we are using a continuous distribution to approximate a discrete
distribution. This is done using a continuity correction. The continuity
correction appropriate for this example is illustrated in the figure below

In this example, P(4 < X < 7) transforms to P(3.5 < X < 7.5)

3b—-6 X—-6 75-6
PB5H<X <T75) = P( )

< <
V3 V3 V3
= P(-1443 < Z <0.866)  where Z ~ N(0,1)
= 0.732

The exact answer is 0.733 so in this case the approximation is very good.
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/N

0O 1 2 3t4 5 6 718 9 1011 12
35 7.5

Example 7.1: CLT for dice

Suppose we roll 100 standard 6-sided dice. Let X be the sum
of the outcomes of all the rolls. Estimate the probability that
X > 400.

Solution: Let & be the outcome of the i-th roll. We have

1
"6

1
o= /Var(X) = \/6(2.52 +1.52 + 0.52 4+ 0.52 + 1.52 + 2.52) ~ 1.71.

p=E[X]=>(14+2+3+4+5+6)=35

Using the continuity correction, we are computing
X —np _ 399.5 — 350
>
ovn 17.1
~P{Z > 2.89}
~ 0.00193.

P{X >399.5} = ]P’{
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A | Standardised Z | Normal probability
1 -1.5 0.067

4 -2.25 0.012

10 -3.32 0.00045
20 -4.58 0.0000023

Table 7.1: Probability below —0.5 in the normal approximation to Poisson
random variables with different parameters A.

7.2.3 Poisson distribution

Suppose X; are drawn from a Poisson distribution with parameter p. The
variance is then also u. We know that X; +- - -+ X, has Poisson distribution
with parameter nu. The CLT tells us, then, that for n large enough, the
Po(nu) distribution is very close to the N(nu,nu) distribution; or, in other
words, Po()) is approximately the same as N (A, \) for A large. How large
should it be?

The Poisson distribution is shown in Figure 7.3 for different values of A,
together with the approximating normal density curve. One way of seeing
the failure of the approximation for small A is to note that when A is not
much bigger than v/ A — much bigger meaning a factor of 2.5 or so, so
A < 6.2, the normal curve will have substantial probability below —0.5. Since
this is supposed to approximate the probability of the corresponding Poisson
distribution below 0, this manifestly represents a failure. For instance, when
A = 1, the Po(1) distribution is supposed to be approximated by N(1,1),

implying
P{Po(1) <0} ~ P{N(1,1) < 0.5} ~ P{N(0,1) < —1.5} = .067.
In general, the threshold —0.5 corresponds to Z = (—0.5 — A\)/vA. The

corresponding values for other parameters are given in Table 7.1.

Example 7.2: Radioactive emission

A radioactive source emits particles at an average rate of 25
particles per second. What is the probability that in 1 second
the count is less than 27 particles?

Solution: The number of particles emitted in a period of time
should have a Poisson distribution. (To understand why, see



7.2. BASIC APPLICATIONS OF THE CLT 123
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Figure 7.3: Normal approximations to Po(\). Shaded region is the implied
approximate probability of the Poisson variable < 0.
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Lecture 15.) X = No. of particles emitted in 1 second X ~
Po(25)

The CLT says this distribution should be approximately the
same as N(25,25).

Again, we need to make a continuity correction

So P(X < 27) is understood as P(X < 26.5). THen

X—25 265-25
P(X < 26.5) = P( < )

) - )
~ P(Z <0.3) where Z ~ N(0,1)
=0.6179
G, $%8")
-%*"."+/0,) -%!"."&01)
21

+ +/0, & +/0,"1 "+,

2"€01
|

7.2.4 CLT for real data

We show how the CLT is applied to understand the mean of samples from
real data. It permits us to apply our Z and t tests for testing population
means and computing confidence intervals for the population mean (as well
as for differences in means) even to data that are not normally distributed.
(Caution: Remember that t is an improvement over Z only when the number
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of samples being averaged is small. Unfortunately, the CLT itself may not
apply in such a case.) We have already applied this idea when we did the Z
test for proportions, and the CLT was also hidden in our use of the x? test.

Quebec births

We begin with an example that is well suited to fast convergence. We
have a list of 5,113 numbers, giving the number of births recorded each
day in the Canadian province of Quebec over a period of 14 years, from 1
January, 1977 through 31 December, 1990. (The data are available at the
Time Series Data Library http://www.robjhyndman.com/TSDL/ |, under the
rubric “demography”.) A histogram of the data is shown in Figure 7.4(a).
The mean number of births is 4 = 251, and the SD is ¢ = 41.9.

Suppose we were interested in the average number of daily births, but
couldn’t observe data for all of the days. How many days would we need
to observe to get a reasonable estimate? Obviously, if we observed just a
single day’s data, we would be seeing a random pick from the histogram
7.4(a), which could be far off of the true value. (Typically, it would be off
by about the SD, which is 41.9.) Suppose we sample the data from n days,
obtaining counts 1, ..., x,, which average to . How far off might this be?
The normal approximation tells us that a 95% confidence interval for p will
be z + 1.96 - 41.9/y/n. For instance, if n = 10, and we find the mean of
our 10 samples to be 245, then a 95% confidence interval will be (229,271).
If there had been 100 samples, the confidence interval would be (237,253).
Put differently, the average of 10 samples will lie within 26 of the true mean
95% of the time, while the average of 100 samples will lie within 8 of the
true mean 95% of the time.

This computation depends upon n being large enough to apply the CLT.
Is it? One way of checking is to perform a simulation: We let a computer
pick 1000 random samples of size n, compute the means, and then look at
the distribution of those 1000 means. The CLT predicts that they should
have a certain normal distribution, so we can compare them and see. If
n = 1, the result will look exactly like Figure 7.4(a), where the curve in red
is the appropriate normal approximation predicted by the CLT. Of course,
there is no reason why the distribution should be normal for n = 1. We see
that for n = 2 the true distribution is still quite far from normal, but by
n = 10 the normal is already starting to fit fairly closely, and by n = 100
the fit has become extremely good.

Suppose we sample 100 days at random. What is the probability that
the total number of births is at least 255007 Let S = Zgﬂ Xi;. Then S
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Figure 7.4: Normal approximations to averages of n samples from the Que-
bec birth data.
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is normally distributed with mean 25100, and SD 41.94/100 = 419. We
compute by standardising:

S — 25100 - 25500 — 25100
419 419

P{S > 25500} :P{ } =P{Z > 0.95}
where Z = (5—25100)/419. By the CLT, Z has approximately the standard

normal distribution, so we can look up its probabilities on the table, and see
that P{Z > 0.95} =1 — P{Z < 0.95} = 0.171.

S comes in whole number values, so shouldn’t we have made the cutoff
25500.57 Or should it be 25499.57 If we want to answer the question
about the probability that S is strictly bigger than 25500, then the
cutoff should be 25500.5. If we want the probability that S is strictly
bigger than 25500, then the cutoff should be 25499.5. If we don’t have a
specific preference, then 25500 is a reasonable compromise. Of course,
in this case, it only makes a difference of about 0.002 in the value of
7, which is negligible.

This is of course the same as the probability that the average number of
births is at least 255. We could also compute this by reasoning that X =
S/100 is normally distributed with mean 251 and SD 41.9/v/100 = 4.19.
Thus,

X — 251 . 255 — 251
4.19 4.19

P{X>255}:P{ }:P{Z>0.95},

which comes out to the same thing.

California incomes

A standard example of a highly skewed distribution — hence a poor can-
didate for applying the CLT — is household income. The mean is much
greater than the median, since there are a small number of extremely high
incomes. It is intuitively clear that the average of incomes must be hard to
predict. Suppose you were sampling 10,000 Americans at random — a very
large sample — whose average income is £30,000. If your sample happens
to include Bill Gates, with annual income of, let us say, £3 billion, then his
income will be ten times as large as the total income of the entire remainder
of the sample. Even if everyone else has zero income, the sample mean will
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be at least £300,000. The distribution of the mean will not converge, or will
converge only very slowly, if it can be substantially affected by the presence
or absence of a few very high-earning individuals in the sample.

Figure 7.5(a) is a histogram of household incomes, in thousands of US
dollars, in the state of California in 1999, based on the 2000 US census (see
www.census.gov). We have simplified somewhat, since the final category is
“more than $200,000”, which we have treated as being the range $200,000 to
$300,000. (Remember that histograms are on a density scale, with the area
of a box corresponding to the number of individuals in that range. Thus,
the last three boxes all correspond to about 3.5% of the population, despite
their different heights.) The mean income is about p = $62,000, while the
median is $48,000. The SD of the incomes is ¢ = $55, 000.

Figures 7.5(b)—7.5(f) show the effect of averaging 2,5,10,50, and 100
randomly chosen incomes, together with a normal distribution (in green) as
predicted by the CLT, with mean g and variance o?/n. We see that the
convergence takes a little longer than it did with the more balanced birth
data of Figure 7.4 — averaging just 10 incomes is still quite skewed — but
by the time we have reached the average of 100 incomes the match to the
predicted normal distribution is remarkably good.

7.3 Using the Normal approximation for statisti-
cal inference

There are many implications of the Central Limit Theorem. We can use it
to estimate the probability of obtaining a total of at least 400 in 100 rolls of
a fair six-sided die, for instance, or the probability of a subject in an ESP
experiment, guessing one of four patterns, obtaining 30 correct guesses out
of 100 purely by chance. These were discussed in lecture 6 of the first set
of lectures. It suggests an explanation for why height and weight, and any
other quantity that is affected by many small random factors, should end
up being normally distributed.

Here we discuss one crucial application: The CLT allows us to com-
pute normal confidence intervals and apply the Z test to data that are not
themselves normally distributed.

7.3.1 An example: Average incomes

Suppose we take a random sample of 400 households in Oxford, and find
that they have an average income of £36,200, with an SD of £26,400. What


www.census.gov
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can we infer about the average income of all households in Oxford?

Answer: Although the distribution of incomes is not normal — and if
we weren’t sure of that, we could see from the fact that the SD is not
much smaller than the mean — the average of 400 incomes will be nor-
mally distributed. The SE for the mean is £26400/ V400 = 1320, so a
95% confidence interval for the average income in the population will be
£36200 £+ 1.96 - £1320 = (£33560, £38840). A 99% confidence interval is
£36200 + 2.6 - £1320 = (£32800, £39600).

Example 7.3: ESP Experiment

This example is adapted from [ .

In the 1970s, the psychologist Charles Tart tried to test whether
people might have the power to see into the future. His “Aquar-
ius machine” was a device that would flash four different lights
in random orders. Subjects would press buttons to predict which
of the 4 lights will come on next.

15 different subjects each ran a trial of 500 guesses, so 1500
guesses in total. They produced 2006 correct guesses and 5494
incorrect. What should we conclude?

We might begin by hypothesising that without any power to
predict the future, a subject has just a 1/4 chance of guess-
ing right each time, independent of any other outcomes. Thus,
the number of correct guesses X has Bin(7500,1/4) distribu-
tion. This has mean p = 7500/4 = 1875, and standard deviation
V7500 x 0.25 x 0.75 = 37.5. The result is thus above the mean:
There were more correct guesses than would be expected. Might
we plausibly say that the difference from the expectation is just
chance variation?

We want to know how likely a result this extreme would be if
X really has this binomial distribution. We could compute this
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directly from the binomial distribution as

7500 7500
P(X >2006) = ) < . )(0.25)%0.75)7500%
r=2006

7500
= (2006> (0.25)209%(0.75)>494

7500
9512007 () 75)5493 . ..
+ (2007> (0.25)=7(0.75)°%7° 4

7500 7500 0
+ <7500> (0.25)7%(0.75)°.

This is not only a lot of work, it is also not very illuminating.
More useful is to treat X as a continuous variable that is ap-
proximately normal.

We sketch the relevant normal curve in Figure 7.6. This is the
normal distribution with mean 1875 and SD 37.5. Because of
the continuity correction, the probability we are looking for is
P(X > 2005.5). We convert z = 2005.5 into standard units:

x—p  2005.5 — 1875

— = 3.48.
o 37.5 348

z =

(Note that with such a large SD, the continuity correction makes
hardly any difference.) We have then P(X > 2005.5) ~ P(Z >
3.48) = 0.000250, where Z has standard normal distribution.’
Since most of the probability of the standard normal distribution
is between —2 and 2, and nearly all between —3 and 3, we know
this is a small probability. From a table, or using the appropriate
computer command we see that

P(X > 2005.5) = P(Z > 3.48) = 1 — P(Z < 3.48) = 0.000250.

This may be compared to the exact binomial probability 0.000274.
|

2Reminder: To calculate the normal tail probability you could use a table — they are
found in many probability textbooks — the Matlab command normcdf (see http://www.
mathworks.co.uk/help/toolbox/stats/normcdf.html) or the R command pnorm, or an
online applet http://www-stat.stanford.edu/~naras/jsm/FindProbability.html.
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Histogram of California household income 1999
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Figure 7.5: Normal approximations to averages of n samples from the Cal-
ifornia income data. The green curve shows a normal density with mean g

and variance o2 /n.
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y
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Figure 7.6: Normal approximation to the distribution of correct guesses in
the Aquarius experiment, under the binomial hypothesis. The solid line is
the mean, and the dotted lines show 1 and 2 SDs away from the mean.



Lecture 8

Proof of the Central Limit
Theorem

We prove the CLT only for the case 4t = 0 and ¢ = 1. Note that for general
random variables X;, the normalised random variables X; := (X;—u) /o have
expectation 0 and variance 1. The CLT for sums of X; follows immediately
for the corresponding CLT for sums of X;.

8.1 Many paths up the mountain

There are many different proofs of the Central Limit Theorem, correspond-
ing to many different special properties of the normal distribution which
are the “reason” why sums of i.i.d. random variables become normal in the
limit.

8.1.1 De Moivre’s proof

The first proof of a version of the CLT was by A. de Moivre in 1733. !
He proved the convergence of the binomial distribution with p = % to nor-
mal, a version of (7.2). Essentially, the “special property” of the Gaussian
distribution is that its density ¢ satisfies

z — 2i+1
logp(z) = —— = — .
go(x) = -5 =-> =
1=
'De Moivre’s proof and an entertaining discussion are presented in [ ]. The full

text of the 1756 third edition De Moivre’s Doctrine of Chances is available at http://www.
archive.org/details/doctrineofchance0Omoiv. An accessible but complete version of
this proof is in section 2.3 of | ].
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Consider (7.2) in the case a = 0 < b and n = 2k even. Then P{Y, =

k+i} = (kai)2_2k. Observe that

P{Yor, =k +i+1} k—1 2i+1 2i+1
= ~1-— N expy —
P{Ya, =k +1i} k+i+1 k k

for 0 <i <« k. Thus

2% oit1 2% 2
P{Yy, = i\~ 22k - — 2%k L%
{Yop =k +j} <k>exp{ 2 - } ) exp 5

1=

Using the fact that 272% (%f) ~ (2rk)~1/2 (from Stirling’s formula), a bit of
manipulation then turns

2
P{O <Yy < bM} ~ 272k (2:> Z exp {—‘72}
0<j<by/k/2

. . . b2
into a Riemann sum converging to fo e % /2dz.

8.1.2 Maximum entropy

)

We can define the “entropy” of a distribution as a measure of how “spread
out” the distribution is. Thus, among discrete distributions on {1,...,n}
the uniform distribution has maximum entropy, and on the interval [0, 1]
or the closed circle the uniform continuous distribution has maximum en-
tropy. For a continuous distribution on all of R there is no such thing as a
uniform distribution, but the entropy, which is given by ffooo f(2)log f(2)dz
for a density f, is maximised (over all distributions with a given variance)
by a normal density. Thus, we might say that the normal distribution is
the closest thing to a uniform distribution that is possible on an unbounded
domain. If you imagine taking steps at random around a circle, you might
expect that, if the steps are sufficiently random, the distribution will con-
verge to uniform on the circle. In the same way, adding a distribution to
itself will converge to the normal distribution on R. If X has finite variance
then (X1 +---+X,, —npu)/y/n has the same variance and decreasing entropy;
with some work, it can be shown that it must converge to the minimum en-
tropy distribution, namely the normal distribution. (For a detailed look at
this sort of argument, see [ 1)
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8.1.3 Fixed point

Suppose there were some distribution with variance 1 such that normalised
averages of i.i.d. copies of other random variables with variance 1 converge
to this distribution. The only possible candidate is the standard normal
distribution. Why? Suppose Xi,..., X, are i.i.d. standard normal. Then
Y, = (X1+---+X,)/y/nis also standard normal. Thus Y;, couldn’t possibly
converge to any distribution other than standard normal.

To put this more formally, consider the mapping on distributions with
expectation 0 that takes a distribution P to the distribution of (X14+X3)/v/2,
where X1, Xy are i.i.d. with distribution P. Then normal distributions are
fixed points of this mapping; what is more, they are the only fixed points of
this mapping. (This result, due to , was already mentioned in section 2.4.2.
It is not itself part of the course.)

Furthermore, in some sense that we won’t make precise, this mapping is
a contraction. That is, no matter what random variables X and Y I take,
(X1 + X2)/v/2 is closer to (Y7 + Y3)/sqrt2 than X is to Y. By iteration,
then, we get normalised averages of any starting distribution getting closer
and closer to each other, and in particular to the one fixed point, which is
the normal distribution. We will focus on this approach to the proof.?

8.2 Continuity Theorem

We begin with a very simple proof of the CLT using moment generating
functions. The advantage of this proof is that it is both short and elementary.
The disadvantages are multiple: First, it is “elementary” only in the sense
that the profound part — the proof of the Continuity Theorem for mgfs —
has been bracketed out. We have not covered it in this course. Second, it
does not cover the full range of cases that we are concerned with: We need to
assume that the distribution has exponential tails, ruling out such natural
examples as the Pareto distribution (section 1.3.6). Third, and perhaps
most important, the proof is purely abstract and asymptotic: It offers little
insight about what it is about the normal distribution that makes it the
limit, nor does it give any information about how far the distribution of Y,
is from normal for a given n.

2This principle is very commonly used in mathematics: If a map H has Lipschitz
constant < 1, then there is a unique fixed point of H, and successive iterations of H
converge to that fixed point. This is called the Banach Fixed Point Theorem. It should
remind you of Picard’s iterative method for proving the existence of solutions to ODEs,
which you learned in Michaelmas Term.
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We prove the following weak form of the Central Limit Theorem:

Theorem 8.1. Let X1, Xa,... be i.i.d. random variables whose moment
generating function Mx (t) is defined for all |t| < to. Then the normalised
sums Y, defined by (7.1) converge to the standard normal distribution.

Proof. Remember that we are assuming that E[X;] = 0 and Var(X;) = 1.
By properties ((MGF2)) and ((MGF6)), we can compute the mgf of Y,, as

My, (£) = Mox (¢/v/)".

Using Lemma, 5.3 we see that there is a constant C such that for n sufficiently
large

log Mx (t/v/n) — (t/\2/ﬁ)20'2‘ <C (\/tﬁ)g

Thus )
t
log My, (t) = nlogMx (t/v/n) = 7+ Error,
where Error < Ct3n~1/2, which goes to 0 is n — oco. Thus, for each ¢ with
‘t‘ < to,
lim My, () = /2 = My (t),

n—oo

where Z is standard normal. Thus the CLT follows from Theorem 6.3. O

8.3 Proof of the CLT

We prove the following fact: Let ¢ : R — R be any function that is three-
times differentiable, such that the third derivative of ¢ is bounded. Let
K =sup|¢"|. Then

We are given i.i.d. random variables X1, Xs,... with expectation 0 and
variance 1. Let Z1, Zs,... be i.i.d. random variables independent of all the
X’s, also with expectation 0 and variance 1, and define Y, := (Z; +--- +
Zn)/v/n. For 1 < i <n define

Yip =02 (X4 4+ X1+ Ziga + o+ Zn).

In other words, we interpolate between the sum of the X’s and the sum of
the Z’s by replacing X’s by Z’s one at a time. We have

Zn

7

Yr;k - %,n +
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Note, too, that f’i,n + Z;i//n= i}i—l,n + X;-1//n.

Suppose first that 7 := max{E[|X;[*], E[|Z:|*]} < co. We want to show
that the distributions of Y;, and of Y’ are close together. We do this by
forming a telescoping sum

Efo(va)] - E[6(v;)]| = Ewm + 0] ~E[o(Fin + ]|

n _ X, . 7.
<Y |E[¢p(Yin + —=)] —E[o(Yin + —)
Y [BloFin+ 70 - ElotTn + 70|

by the triangle inequality. We now apply Taylor’s Theorem to the function
¢, expanded around the centre Y; ,,, to obtain

Xi el Xi ! /v XZ2 11~ ng "
TN =E[oFin) + TG Fia) + 500" (Vi) + 558" (0)].

N B (8.2)

where y is between Y; ,, and Y; ,, + X;/v/n.
Observe now that Y; ,, is a function of X’s and Z’s other than X;; thus
Y;n and X; and Z; are all independent, and the expectation of any function

E[¢(Yin +

of }7“1 multiplied by any function of X; is the product of the expectations,
yielding

X; ~ -

E[p(Yin + ﬁ] =E[¢(Yin)] +n V2B [ X E[¢ (Vin)]

+ (20) 'E[XP|E[¢" (Yin)] + én_?’/ 2R X34 (y)]
:]E[qﬁ(f/lm)} +(2n)” 1E[¢) ( )] + 6n*3/2E[X3¢///( )]
An identical expression may be written with Z; in place of X, so
Xi % - % 1 _ 3 M~
ﬁ)} = E[ﬁb(Yz,n)] + (2n) 1E[¢ (an)} 4 En 3/2E[ZZ$¢ <y)]’

where y is between ?m and )N/m + Z;/+/n. Combining these expressions
yields

E[¢(Yin +

2]
= PR (X)) - (26" ()]

E[o(Fin + 5] ~ E[6(Fin +

)
6 (8.3)
< 6”_3/2( [X:°K] + E[|ZPK]

1

= gn_3/27'K.
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By (8.1) it follows that
‘E[¢(Yn)] —E[o(Y;))] ‘ < Z énf:s/zTK —n V2K,

which goes to 0 as n — oco.
Now suppose that the Z; have standard normal distribution. Then Y,*
also has standard normal distribution for every n, so

lim [E[6(¥2)] ~ E[6(2)]| =0
where Z ~ N(0, 1), for any function ¢ with bounded third derivative. Since
all bounded continuous functions may be approx1mated by functions with

bounded third derivative, it follows that Y;, —>d Z.

This completes the proof except for one small defect: We had to assume
that X; has finite third moment 7. What do we do if E[|X;|®] = 0o? This
requires a trick called “truncation”, that you will certainly encounter often
if you go on to more advanced probability theory, but is not strictly part of
this course.

8.4 Truncation

(Not examinable) Look back at the crucial step (8.2). We've expanded out
the Taylor series to the third order, because the error term (X;/\/n)? is
going to be small enough to go to 0 in the limit when multiplied by n. This
is not true, however, if X; is too big. In that case, we would be better off
stopping at the second-order term:

2
TN =E[olTi) + ST+ 58w ()
We have here two different expressions for the same quantity, (8.2) being
good when X; is small (or not extremely large) and (8.5) being superior
when X; is extremely large. Pick some large number M to be the cutoff
between when we will use the first expression and when we will use the second
expression. These expressions are actually equal (depending on different
choices of y and y' to make them equal) so if T multiply one of them by
1¢x,>n and the other by 1(x,<np and add these two together, we get

E[¢(Yin +
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again the same quantity:

Y Xi v Xi o XZQ "ot
E[6(Vin + 0] = E|0(Fin) + 16 (i) + 506" 0T xoan
2 X? /"
<7¢ (Yin) + 632 (y)>1{Xi§M}:|
=E[¢(Yin)] + (2n) 'E[¢" (Vin)] (8.5)
X2
[( Z")> m “1ix; >M}}

X3
+E[6 50" (1)1 x<an)]

Then taking the difference to the expression we already had for ¢(§7m + Zi/\/n)
(which certainly does have finite moments of all orders if Z; is Gaussian),
we get

~ Xz e Zz
Elo(Fin + S50 ~Elo(Tin + )]
1

_ 6n—3/Q‘E X l{X <M}¢///( )] E[qubm(@)]‘

(8.6)
+ @0) B[ (6" () ~ ¢ (Vin) ) XL 001

K K
< s (M E(|Z]) + TE[XP1xan)]

if we take K to be a bound on the second and third derivatives of ¢.
Summing as in (8.1) we get

K
‘E[QS(YTL)] —E[¢(2)]| < Y (M3 + E[\Zim) + KE[X? (x5 03)-
The problem is, this does not obviously go to 0 as n — co. Rather,

lim [E[6(Ya)] — E[6(2)]| < KE[X?1(x,51).

n—oo

which is not 0, in general.? However, we still have the freedom to choose M
as large as we like. Suppose we know that

. 2 .

3Strictly speaking, we can’t even speak of bounding the “limit” here, since the limit
may not exist. To be formally correct we would replace the limit here by lim sup.
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Then for any € > 0 we can choose M so as to make

lim [E[6(Ya)] — E[6(2)]] < Ke.
Since this is true for every e, it must in fact be true that the limit is 0.

So is (8.7) true? The answer is yes. If we think of the sequence of random
variables Wy, = Xfl{XpM}, they clearly converge to 0 as M — oo: No
matter what X; is, there is some M bigger. Is it true that if a sequence
of random variables converge to a constant, that the expectation of these
random variables converges to that constant? The answer to this is clearly
no, in general, but yes in many circumstances. There is a whole collection
of theorems in measure theory that tell us when the expectation of a limit
of random variables is the limit of the expectations, but this is beyond the
scope of this course. The relevant theorem in this case is called the Monotone
Convergence Theorem. It says that the limit of the expectations is the
expectation of the limit if the sequence of random variables is monotone
(increasing or decreasing). Since W)y, clearly is decreasing — a larger M
either leaves W the same or drops it down to 0 — the result follows. (A
straightforward source if you’re interested in reading more about this — and
in general for the basics of measure-theoretic probability — is chapter 4 of
[ ]. A more extensive account of these ideas is in chapter 23 of [ 1)
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